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Executive Summary 
This review synthesizes lessons from the Data Driven Organizations 

project to guide both project managers, architects, and developers 

towards sustainable AI deployment and future projects towards 

sustainable AI solutions. 

The review shows that balancing resource-intensity (cost, compute, 

carbon) and results is essential for a sustainable future with AI. This 

requires a shift from simple fixes to data-driven, iterative 

improvement. The review explores the takeaways from project use 

cases and the potential for more ambitious steps, in collaboration 

between Swedish organizations making use of AI technologies.  
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Why focus on sustainability? 
The rapid growth of artificial intelligence (AI) stands at a 

crossroads. It can either drive us toward a greener, fairer future or 

push us further away from it. As historian Melvin Kranzberg 

famously said, "Technology is neither good nor bad; nor is it neutral." 

[1]. Accelerating development and use of AI tools promises great 

potential to support green transition, process optimization and 

innovation, by harnessing the potential of AI for needed industry 

shifts. As Sweden is advancing its AI use, we must ensure that these 

technologies are future-proof, resource-efficient, and benefit 

society.  

The shift from curious exploration of AI to broad, integrated 

application is hampered by significant uncertainty surrounding 

how AI solutions should be managed and scaled in a resource-

efficient manner. Responsible and sustainable use of AI technology 

requires full clarity on costs, infrastructure requirements, and digital 

asset management, ensuring optimal efficiency and ensuring social 

fairness in AI applications. 

Sweden has previously benefited from green electricity 

infrastructure and ambitious initiatives in digitalization, by access to 

clean energy and large-scale adoption of digital solutions 

throughout society. In a situation where ecosystems and energy 

systems are already under pressure, and where Sweden wants to 

continue pioneering sustainable solutions, we must address the 

barriers that this uncertainty creates for sustainable and 

responsible AI use. Only then can we use these technologies 

effectively and maximize their contribution to positive societal 

impact. 

Resource Efficiency and Sustainability 
When it comes to the environmental aspects of AI technology, AI 

can be analyzed from efficiency (i.e. Green-in-AI), or AI as an 

enabling technology/for effectiveness (i.e. Green-by-AI). The green 
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transition, where AI technology and digitalization  is highlighted as 

keys to success, are examples of Green-by-AI [4]. The project we 

describe, however, is primarily focused on smart resource usage in 

the development and utilization of AI solutions, through working 

methods for minimal impact, i.e. Green-in-AI. Some aspects of 

sustainability outside the environmental domain are also covered, 

specifically in regards to ethical aspects  

 

Bolón-Canedo, Verónica, et al [2] 

A recent Stanford study introduces a new efficiency measure, 

‘Intelligence per Watt’ [5], building on performance per watt for 

measuring energy efficiency of hardware or architecture. 

Intelligence per Watt measures the functional value of AI 

applications to an organization relative to its energy cost - aligning 

with the optimization focus of Green-in-AI. The study shows 

promising efficiency gains for local language models. Integrating 

such measurement into development and deployment of AI 

solutions can provide tools for actively reducing the energy 

footprint of AI solutions. It helps identify which initiatives to prune 

and how to maximize output from minimal resources. This makes 

reusing proven setups as well as sharing and pooling of resources 

highly interesting, which gives additional relevance to the learnings 

of the use cases within the Data Driven Organizations project. 
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From uncertainty to clarity 
Caution in AI adoption can stem from uncertainty regarding costs 

and infrastructure, due to factors like 

• Unclear Cost-Benefit: Organizations lack standardized 

methods to assess the total cost (energy, cooling, 

infrastructure, time and effort) against desired benefits 

• Infrastructure Ambiguity: Guidance on resource-efficient 

infrastructure (incl on-premise vs. cloud), guidance on 

technology choices for specific use cases, as well as insight 

on AI operations have been scarce,  

• Lifecycle Management: reusing and decommissioning AI 

models has been undefined,  haphazard, or limited due to 

security concerns. 

Simultaneously, working methods for green digitalization and 

reduced resource consumption have been in focus, to meet the 

demands of adhering to the requirements of CSDDD [2] (Corporate 

Sustainability Due Diligence Directive). Linked to AI, there is an 

increasing focus on resource-use throughout the entire value chain, 

from raw materials and energy  to value-creating prompts. This can 

hamper the acceleration from early attempts, due to lack of 

positive patterns to adhere to. Providing clear support for resource-

efficient decisions can accelerate the majority that are currently 

failing to reach their expected return-on-investment (ROI) from 

using AI solutions, as economic and ecological costs fuel caution. 

The AIAppOps framework, a result from one of the use cases of 

DDO, can serve as a basis for continuous improvement of AI 

applications over an intermittent auditing and mitigation cycle. This 

provides support for alignment of AI implementation strategies to 

the sustainability and impact goals of the implementing 

organization. Consequently, suppliers of AI infrastructure and 

services can support supply chain decarbonization (GHG protocol 

scope 2, 3) for the customer organization. Minimizing resource 



 

 

7 

 

consumption can thereby be a balancing or even positive factor in 

the overall sustainability performance of the organization 

deploying AI applications. From a vendor standpoint, the adoption 

of these practices is driven by awareness of alternatives and the 

regulatory pressure of complying with mandatory reporting 

requirements (e.g. CSRD [6]).  

A common issue is that sustainability monitoring and optimization is 

not yet standard practice across the AI implementation value chain. 

Scarce, unstructured, or missing data limits insight into current 

practices and hinders the ability to improve. With better 

governance in accordance with CSDDD, the chances of identifying 

and rectifying issues will potentially be higher. Similarly, highlighting 

the different outcomes from choices made in implementation and 

deployment can raise awareness of current and potential future 

improvements in application operations. The whitepapers 

produced by the Data Driven Organizations project provide a 

starting point for such a shift in attitude towards the possibilities of 

how to clearly incorporate sustainability in development and 

deployment of AI applications. 

Decision points for improving sustainability can seem opaque or out 

of the hands of the organization making use of AI. The knowledge 

and experience of sustainability work required of individuals, in 

addition to the core of their respective roles (e.g. data engineers, 

data stewards, data scientists, ML engineers, application engineers, 

business analysts, product managers, domain experts, legal 

experts), is a critical barrier to improving sustainable AI application 

deployment. Support from standardized practices/frameworks like 

those from the Green Foundation [16] and inspiration from related 

initiatives gives potential for faster and more widespread adoption 

of best practices in resource efficiency of AI application operations. 

In the Data Driven Organizations (DOO) project, sustainability 

questions were frequently raised as a point of confusion for 

organizations. The risk of negative impacts and the financial 

consequences weigh heavily on organizations in their decisions 
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regarding AI deployment. Finding ways of working for improved 

sustainability in AI, with a particular focus in the phase of AI 

deployment, has therefore been interesting to participants and 

other stakeholders within and outside the project. Frameworks for 

trustworthy AI, built on principles like fairness, reliability, safety, 

transparency, and accountability, help build trust while ensuring 

business value and managing risks.  

Deployment of AI could potentially reinforce both positive and 

negative factors in organizational operations, in regards to 

sustainability. Finding best practices that allow for using AI 

technologies in ways that enable positive business outcomes in 

accordance with current regulations would be a first step. 

Continuous improvement for smarter deployment of AI 

technologies would be the next. And aiming for AI deployment to 

enable the green and just transition of our societies would be a 

grand leap.  
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Use Case Whitepapers Reviewed 
The results of the Data Driven Operations projects have provided 

ample guidance and resources for improvements to AI application 

development and deployment.Each use case has gems to be found 

and issues to address concerning sustainability, which are briefly 

outlined below.Findings support improvements in avoiding 

unnecessarily large or superfluous use of power-hungry 

technologies, sharing resources between organizations and 

developing  operations to support putting focus on efficiency and 

business value.  

Centralized AI Infrastructure with Kubernetes: 
Secure and Compliant 
The Centralized AI Infrastructure with Kubernetes: Secure and 

Compliant project focuses on a robust architecture suitable for use 

during model lifecycle, i.e from development to production, which 

meets requirements from regulation and provides leverage for 

improved governance. A special focus is put on current challenges, 

of which some relate to sustainability perspectives, like inefficient 

use, compliance to regulatory frameworks and security. The Kueue 

scheduler transforms the shared pool of GPUs from a contended, 

first-come-first-served resource into a managed, elastic, and 

policy-driven utility. Today this can support economic operations 

and it is phrased as “access is arbitrated according to defined 

business parameters”. This hints at the possibility of carbon-aware 

steering of workload management based on sustainability 

parameters like energy use and hardware utilization, which means 

moving or scheduling resource-intense work to times or places 

where carbon intensity is lower.  It also implies that additional 

parameters for steering could be explored in accordance with the 

interests of the client organizations, e.g. to conform and contribute 

to their overall business performance on sustainability. 
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The Centralized AI Infrastructure with Kubernetes: Secure and 

Compliant solution design is built on a platform where security, 

compliance, and resource efficiency are integrated into every 

layer. The Stormgrid Resource Optimization Framework has some 

handling built-in by its scheduling system prioritizing nodes of 

optimal power-performance ratio. Carbon efficiency and Power 

Usage Effectiveness (PUE) measures are in place, which can be a 

relevant input to full sustainability compliance reporting.  

Connecting this logic to transparency, responsibility, sustainability 

and compliance with current and anticipated regulation is the next 

critical step. The strong focus on resource-efficiency could be 

extended further by continuous improvement to identify wasteful 

practices or areas for scrutinization and improvement. E.g. could 

quotas be assigned or jobs queued for minimized footprint? Could 

the architecture support a smaller carbon footprint if this was 

integrated as part of the workload prioritization? Moving manual 

steering of workload to automated carbon-aware computing 

would support compliance without human intervention.  

Sustainable AI Lifecycle (SAIL)  
The Sustainable AI Lifecycle project showshown that it is possible to 

explore and find alternative routes when centralization is not a 

valid choice and focus on internal efficiency in regard to 

sustainability, which means that like Centralized AI Infrastructure 

with Kubernetes: Secure and Compliant there is a lack of upstream 

and downstream impact analysis in connection to CSRD. This means 

the focus is on operational energy, but there is a lack of 

transparency over the full value chain, especially regarding indirect 

emissions.  

Instead of moving massive datasets to a central cluster, edge 

computing could be used to train models locally, which could 

improve both energy efficiency and privacy. Efficiency gains that 

lower the compute cost and complexity of AI deployment may also 

inadvertently lead to a rebound effect (Jevons Paradox) where 
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efficiency gains are lost by increasing the total volume of AI 

applications and overall resource use. 

The insight that unlocking the capacity of hardware requires 

software optimization, and that more powerful hardware does not 

equate better performance per watt is relevant to explore further. 

The matching of technological capacity to an analysis of actual 

capacity needs is beneficial to internal sustainability, providing 

proportionality in model development and training in regards to use 

case value. Mandating governance of deep alignment like this 

could balance sustainable AI application. Additionally, sharing 

experience and insight from the growing pool of AI deployment 

across actors could give even more guidance to upcoming efforts.  

1000 models in production 
The 1000 models use-case focuses on efficiency in implementation - 

mitigating different complexities arising from the critical scalability 

challenge for organizations handling thousands of ML models 

operating simultaneously. The ability of these solutions to work 

towards defined goals make the definition of goals and boundaries 

increasingly relevant to connect to sustainability. Injecting factors 

like optimizing for resource-effectiveness and minimal energy use 

could be ways of reducing energy requirements and, thereby, 

economic cost as well as environmental footprint. Here the AI 

Application Operations framework provides guidance. The project 

goals already include reducing the "human-per-model ratio”, i.e. 

necessary personnel hours for managing a model, and operational 

expenditure (OPEX), which provides a strong internal business case 

and value alignment for implementing energy-efficient AI 

techniques. 

The inspiration drawn from DevOps could be a relevant tangent to 

explore here, as there is already interest in Sustainable DevOps [7] 

and Carbon-Aware ML and AI. Using grid-carbon signals (real-time 

carbon intensity data) to optimize and schedule resource-intensive 

AI operations such as model re-training to lower-carbon timeslots is 
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a clear opportunity for improvement. This builds on similar patterns 

for improved operations that have already been put in place for 

other energy-intensive processes due to both environmental and 

economical concerns. Supporting improved operations in this 

manner could be either explicit (like informing of the resource use 

for a certain selected time slot) or implicit (like smart defaults and 

automating carbon-aware operations), as described by Alexander 

Williams in the DevOps post “How Far Are We From Truly 

Sustainable DevOps” [8], concluding that “With disciplined 

measurement, carbon-aware automation and a willingness to 

prune excess complexity, digital innovators can ensure their next 

release updates the planet as well as the product.”  

AI application operations 
AI application operations build a foundation to embed 

sustainability connecting to the concept of value control, which 

supports iterative improvement towards positive outcomes and, 

longterm, impact. Environmental metrics are already used to track 

system performance relative to societal influence. This provides a 

framework for additional tracking learning loops where additional 

metrics can be entered when such are identified. This continuous 

improvement logic ensures not only internal CSRD compliance, 

business goals, and technical excellence, but also long-term 

sustainability. This setup allows for adjustments to upcoming 

regulation and could be expanded to also consider the impact 

dimension of double materiality; considering both the financial 

materiality of sustainability on the company, and the organization’s 

impacts on sustainable development, affecting society and 

environment. Adding AI-powered energy efficiency solutions to 

provide energy-saving features, as attempted by Ericsson [9], could 

significantly reduce operational energy consumption.  

The framework is explicitly fit to support compliance to the EU 

Framework for Responsible AI, operationalizing the pillars of 

responsible AI. As making these a core part of AI operations are 
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crucial for compliance, this contribution can support internal 

sustainability for organizations using the framework. For a stronger 

alignment with the proposed Earth Alignment principle [13], the 

framework could be strengthened with improved formulation of the 

value hypothesis in respect of planetary boundaries.  

Building the AI-Ready University: a practical IT 
Roadmap 
The current roadmap is set up for technical efficiency, availability, 

and cultural adoption, with  a focus on security and cost. Structured 

evaluation, tracking and reporting of emissions tied to the different 

choices of “hybrid strategy” and “on-premise hardware” could 

prepare for future reporting requirements as well as allow support 

for AI Act compliance. The IT department is framed as a strategic 

leader, which would need to contribute to reporting environmental 

impact and accounting for the compute resources planned, as a 

part of the the overall sustainability steering of the university.   

The centralization of resources reduces hardware duplication and 

electronic waste by moving away from personal workstations and 

distributed resources (e.g. consumer-grade GPUs) to centralized 

clusters. In addition, the structure is built for high utilization, which 

means more value can be extracted from the embodied carbon of 

the hardware. 

Implementing an internal MaaS (Model-as-a-Service) layer reduces 

model duplication to prevent redundant training and inference 

processes, for a smaller energy footprint. Temporary spikes are 

handled using cloud resources where on-premise hardware is 

otherwise the default. This pattern of planning for both standard 

and peak use balances optimized resource use with flexibility, 

preventing the over-acquisition of infrastructure for occasional 

peak demand.  

The takeaway is that IT infrastructure is no longer a purely technical 

concern, therefore requiring a shift to strategic leadership holds 
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true also when expanding to sustainability. The infrastructure can 

enable positive patterns for the strategic use of AI resources - or the 

opposite. Informing the outlined processes by sustainability 

competence can make it possible for the AI-ready university to be a 

positive force in society both in the traditional sense of producing 

research and education, but also as a beacon of sustainable AI 

deployment best practices. 

IBM Vertical Integration 
The whitepaper describes a robust enterprise-grade AI solution 

with performance, governance, security and compliance in focus. 

The solution showcases strong governance and operational 

efficiency, and could provide a solid base for additional 

improvement. The governance aspect of AI solutions in deployment 

are important to support continuous improvement and early 

detection of overuse or inefficiency. The support for compliance 

with the EU AI Act requirements, even for High-risk systems, is 

important for organizations delving into utilizing AI.  

Tracking the energy consumption with available tools could 

support the ambition of reducing the environmental impact of the 

implementing organization. Similarly, there are mentionings of 

potential for optimization and reduction of resource use that could 

be implemented for further improvements as encryption and other 

measures for security and data privacy. 

The sharing of knowledge and learning in the project has been 

limited to the participating partners. The whitepaper is a first 

attempt to broaden the uptake to a bigger audience, which could 

be extended outside the project scope, also with existing structures. 

As IBM runs a SkillsBuild sustainability curriculum, the learnings to 

build, train and deploy AI models (both Generative AI, Machine 

Learning and more) could be a next step, using the WatsonX 

platform. 
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Beyond using smaller, more efficient models, the “design for 

sustainability” mindset is highlighted in the post For the Planet and 

People [10] where this mindset is integrated into the AI lifecycle 

governance. Including a TCO/CO2e analysis to favor lower-power 

traditional AI over LLMs could allow for using these simpler solutions 

where they meet the performance criteria of the use case.  

A Practical Approach to Optimize Multi-Agent 
Systems 
This whitepaper outlines a framework for improving the 

performance and reliability of multi-agent systems. Currently, the 

optimization focus is on maximizing a performance function based 

on metrics like execution completeness and planning capacity.  

The evaluation process captures a detailed execution context 

which provides a solid foundation for the auditability and 

traceability essential for responsible AI. This way of enabling 

technical traceability of agent actions is a foundational aspect of 

accountability. The controlled configuration requires an explicit 

plan generated upfront and surfaced to the user for inspection and 

iteration. Both the traceability previously mentioned and the 

controlled configuration are steps towards operational 

transparency. 

To better align sustainability goals and the principle of Earth 

Alignment, this framework could be adapted to prioritize resource 

efficiency. For instance, implementing Federated Learning across 

agents could reduce the energy costs associated with centralized 

data processing. Furthermore, expanding the optimization function 

to include environmental and ethical constraints would ensure that 

the system optimizes not just for technical output, but for planetary 

and societal well-being. Another improvement towards 

sustainability could be to assess the system’s output for non-

discrimination, equality or bias, which is at least not disclosed 

currently, but could also be used for iterative improvement. As the 
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framework ignores environmental and social impacts in its 

optimization and evaluation loops, improving this would directly 

impact the pursuit of beneficial outcomes for people and the 

planet. 
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Results connected to sustainability 
As showcased by these projects there is ample room for 

improvement of implementation practices in this era of broad AI 

utilization. Structuring initiatives from clear operational needs and 

structurally evaluating options gives guidance on what technical 

setup is fitting to the task.The potential shown by the different use 

cases is primarily rooted in organizational efficiency, resource 

conservation, and long-term capability building, providing 

guidance for similar ventures for and insight from continued 

exploration.  

Some of the advantages have been faster time-to-value and lower 

barriers to AI deployment, shortening the time for AI solutions to 

deliver tangible benefits and potential contributions to positive 

societal impact. This is particularly relevant where AI deployment is 

set to deliver value to core functions in society, like healthcare 

operations.  

Connecting to the R-strategies of circular economy, the short loop 

of Reduce-Rethink-Reuse is well connected to the project learnings, 

where resource optimization and cost conservation are relevant 

points, not least with grand scale of model deployment and 

deployment for public organizations with crucial operational 

concerns and strained budgets. The examples of the Reduce-

Rethink-Reuse include avoiding waste, duplication, and high 

computational cost by prioritizing reuse, fine-tuning, and transfer 

learning over large-scale training, and by matching hardware to 

the actual workload (e.g., using a CPU-based solution for CPU-

bound workflows). 

Working with large industry partners as well as public actors has 

emphasized the importance of designing systems to be future-
proof and incrementally scalable (e.g., later transition to 

Kubernetes) and implementing modular, maintainable systems 

(Containerization, Agentic AI, RAG) that evolve rather than require 

constant rebuilding.  
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The resources required for the development and use of AI 

technologies have been highlighted as one of the challenges in 

achieving broad utilization of these techniques across many 

relevant areas of application. This stems both from goals and 

ambitions of sustainable practices, the economic costs for the 

organization implementing AI tools, and the difficulty in comparing 

the ROI of AI solutions to traditional alternatives while data on 

energy use and externalities remain (somewhat) opaque.  

Combined with insights on making MLOps practices more 

accessible, these whitepapers and resources can serve a broad 

audience—sharing knowledge and enabling more roles to explore 

AI capabilities. This lowers the barrier to start deploying AI solutions 

for organizations with limited resources by building on existing skills 

and reducing initial investment. 
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Patterns to Share and Scale 
The Data Driven Organization project has been successful, albeit 

challenging. As in any implementation and scaling of successful 

initiatives, it is after the project the potential contribution to 

sustainability could be realized. The positive potential lies in the 

uptake and continued development of project learnings, and in the 

setup of the project with triple-helix, cross-organizational 

collaboration and learning. Ideally this could improve the reach of 

project insight and spawn new collaboration and joint learning 

much wider than the group of project partners. Connected to 

sustainability this can also be highlighted as a potentially relevant 

factor to counter the phenomenon of “hushing”; being active in 

sustainability focused action but not being transparent and vocal 

about it, as the work done may seem trivial, immature or imperfect. 

To drive positive change the frontrunners that dare share both 

positive and less perfect experiences are pivotal. Uptake of 

resources and new ways of working may be accelerated by the 

familiarity of industry contacts or well-known vocabulary. The 

project parties nudging their peers, explicitly and implicitly can also 

be a relevant factor in gaining momentum of uptake and 

implementation of the results. 

Depending on the organizational setup, the current practices 

connected to sustainability in an organization can be described 

using the corporate to-do-list defined by Kate Raworth in Doughnut 

Economics [11]. To contribute to positive impact, organizations must 

strive beyond responsibility, ensuring AI deployment actively 

strengthens their overall sustainability performance and supports a 

positive societal transition. Making this shift requires deliberate 

structure of projects, such as those in Data Driven Organizations, as 

well ase´ organizational strategy and planning of AI deployment. 
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Scaffolding for sustainable AI deployment 
The results of the different use cases can already provide structure 

for coming AI implementation and deployment. To even further the 

support for positive impacts, sustainability could be more closely 

connected to the decision processes in AI deployment as part of the 

AIAppOps framework, and also in the evaluation and feedback 

loops built into several of the projects. Defining and tracking 

specific sustainability-focused KPI metrics like the Software Carbon 

Intensity (SCI) [17], energy consumption per inference or carbon 

emissions per training cycle could provide better support for 

sustainable AI practices. Adding evaluation for business 

sustainability performance and outlining additional sustainability 

metrics to the learning loops could be evaluated to further improve 

the results.  

Another option could be to add environmental performance as a 

mandatory factor to the performance budget logic already set for 

compute costs, as in 1000 models in production. The set of projects 

have been run with a strong framework for traceability, lineage, 

and auditability for regulatory and organizational compliance (e.g., 

ISO, GDPR). A mature governance structure would be a relevant 

setup to integrate environmental compliance through LCA and 

adding KPIs to track and tune social and environmental 

sustainability performance. 

Low-resource AI development 
For development and training there can also be relevant 

opportunities to build on the insights of the projects, like limiting the 

number of times algorithms are run (particularly if computationally 

expensive [3]) as previously mentioned using principles of pruning to 

remove redundant parameters as well as the standard practice of 

quantization for lower precision when quality measurers allow. 

Mixture-of-expert models with smaller number of active 

parameters are also an avenue to explore. Active simplification for 

more sparse models like neuromorphic AI can be explored to 
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reduce energy consumption, as not all parameters need to be 

active during inference.   

Finding balance between desired technical performance 

(efficiency, latency, accuracy, etc) and sustainability performance 

can be an optimization scheme to run both when selecting relevant 

architecture, procuring solutions and services, and as quality 

assurance of running processes. This can involve simplifying 

models, optimizing algorithms, lowering precision through 

quantization, and using federated learning to distribute training to 

the most energy efficient pattern. Continually monitoring 

performance and identifying which of these measures provide the 

best advantage in each case could drastically reduce the energy 

consumption. As models, services and architecture evolve, 

improvements can be made with new purchases or additions to 

existing infrastructure. Examples of all of these types of optimization 

have been raised in the different Data Driven Organizations 

projects, with potential to focus on the sustainability aspects of 

these choices in further development.  

Model reuse and repurposing 
Aside from the shorter loop focused on smart product purchase, use 

and manufacturing, the medium loops of circularity cover extended 

life or avoided production via reuse, repair, refurbishing, 

remanufacturing and repurposing strategies. Though the R-

strategies are focused on physical products, the logic of rethinking 

resource use can serve as a structure to look at effective resource 

handling in AI deployment. In this transferred sense this could apply 

to model reuse through employing e.g. transfer learning or (re-)fine 

tuning and thereby in a sense repurposing trained models for other 

aims. 

The project setup, as well as the collaborative arena that is AI 

Sweden, supports sharing of resources, and handling challenges 

that arise, like shared infrastructure across organizational 

boundaries. The sharing and reuse logic requires more than only 



 

 

22 

 

availability, as the open access to resources is not enough to drive 

shared use. The Data Driven Operations projects show that joint 

activities foster shared learning which not only supports reuse but 

establishes new patterns; sourcing existing resources first, avoiding 

unnecessary training and leveraging the collective to accelerate 

time-to-value. 

AI for AI sustainability 
Fully using the capabilities of AI for sustainable AI operations would 

encompass implementing insights from industry, that show ways of 

promoting environmental sustainability to provide a more 

complete, efficient, and forward-looking framework for 

organizational AI capabilities. This includes enforcing sustainable 

choices in anything from technology acquisition and setup to 

optimization of ongoing operations, treating sustainability KPIs (e.g. 

carbon intensity, water use, energy use etc) as core business 

metrics for steering and optimization.  

Using AI for optimizing AI operations, like balancing performance 

and energy use through power capping, is already done today and 

could be leveraged further throughout AI development and 

deployment. RedHat Climatic is an example of offerings already 

supporting this way of working. The use of centralized, logically 

separated infrastructure (e.g., Kubernetes/Run:AI scheduler, 

centralized GPU management) is already in place in several 

projects, which provides an architectural pattern for implementing 

green scheduling and dynamic workload allocation. Strategies 

should include scheduling high-demand tasks (like major 

training/retraining cycles) during periods of renewable energy 

surplus, which could directly reduce the carbon emissions 

associated with compute resources. Balancing the load of the local 

energy grid - an effort also pursued by Swedish industry parties 

together with AI Sweden - can further build public support for use 

of AI, while managing the challenges of energy scarcity. 
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The concept of using AI for intelligent power saving and energy 

infrastructure operations could be translated to all the different 

project contexts. While Region Halland's data focus is healthcare, 

the underlying principle of using AI for real-time network or 

infrastructure optimization can be applied to any shared IT 

infrastructure. This supports reducing costs and achieving 

operational efficiencies beyond the use cases, and improving the 

overall sustainable management of the AI portfolio for the 

organization. Using AI technologies for optimized development and 

deployment is not only possible but should be a smart default.  
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Improvements and initiatives for 
sustainable AI deployment  
The Data Driven Organizations project has been successful in 

exploring options and developing structure for governance and 

operations. The work does not end here and could be improved 

and extended for an even bigger positive impact.  

Maturing sustainability in AI application 
One path for making sustainable AI deployment a priority for AI 

Sweden partners - and for Sweden as a whole - could be through 

embracing the Earth Alignment principle [13]: aligning AI 

development, deployment and use with planetary stability and 

stewardship for the benefit of humankind. This could guide efforts 

on multiple levels, from establishing standard practices to launching 

initiatives for advancement on identified challenges. 

Partners could be supported in infrastructure and provider choices 

by shared resources for sustainable procurement, development 

and operations of AI, in line with the building blocks constructed by 

the Data Driven Organizations project as well as parallel initiatives. 

Use cases where AI is deployed to optimize and reduce the 

environmental footprint of core operations could also be prioritized, 

like developing intelligent power saving solutions for infrastructure 

management, aligning the development efforts toward a greener 

outcome. 

Extending MLOps to include environmental performance metrics, 

making environmental sustainability a first-class, auditable artifact 

could give multiple values of both fulfilling current or future 

governance expectations (CSRD, ISO 14001 alignment) and of 

providing support for well-founded choices of AI architecture and 

operations.  

The area of Lifecycle Analysis (LCA) on AI implementation is still 

developing [14], however, there is opportunity to build on the vast 
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experience and methodology developed connected to this in other 

domains, also within IT. AI technologies are themselves touted as 

one of the enablers of competent LCA for other domains.The step, 

therefore, to fuse AI competence with processes for optimizing 

sustainability broader would be an opportunity to increase the 

positive outcomes of AI deployment. That could entice 

environmental and social factors in the governance and iterative 

improvement of models, drawing on existing knowledge from 

standard reporting as well as collaborating on adjusting and 

extending such practices to better fit AI deployment.  

To mitigate the systemic challenges and scale the positive 

outcomes, future AI initiatives should transition from a purely 

internal, cost-focused sustainability view to one that is integrated, 

transparent, and holistic. Continuous optimization through R-

strategies - fine-tuning to reduce use, right-sizing hardware to 

match actual compute needs, and making reuse of shared 

resources the default - could have a positive impact on developing 

practices of organizations deploying AI technologies. The bigger 

challenge of Jevons paradox, whereby efficiency gains may drive 

additional consumption rather than contribute to an overall smaller 

use of resources, can be addressed by proactive governance. This 

challenge is larger than any specific project, however even at this 

micro level supporting usage limits and optimizing use based on 

sustainability goals is important not to risk significant increase in 

total carbon footprint. 

Building on the quantified efficiency and robust compliance 

foundation established in the DDO project, we have now begun 

outlining additional collaborative work to address the systemic 

challenges and achieve holistic, sustainable AI deployment. The aim 

is to develop working methods with the potential to create minimal 

impact for maximum benefit, by addressing the uncertainty in 

resource choices, and test them with engaged partners. The result 

of such future activities could be building support for resource-
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efficient AI applications in operation for Swedish companies and 

public authorities . 

Leveling up  
Harnessing the positive potential of AI technologies with improved 

deployment in high-stakes scenarios could accelerate the greening 

of different industries, as described by World Economic Forum post 

“What is AI's role in the climate transition and how can it drive 

growth?”[15] 

“The challenge is no longer whether AI can contribute to the net-
zero transition, but whether we will act decisively to harness its 
transformative potential with sufficient purpose and urgency.”’ 

This puts the emphasis on the how and why of AI deployment back 

into focus, which can be a guiding light for initiatives to come from 

the DDO project participants and other actors pursuing sustainable 

AI development. Already now, project managers and developers 

can : 

• Focus on positive potential: Analyze AI use cases from both 

fixed carbon from hardware, operational efficiency of 

intelligence per watt and prioritize AI applications that 

actively support planetary stewardship [18]. 

• Setup for positive outcomes: Planning infrastructure and 

practises for positive potential and steering based on actual 

outcome.  

• Iterative optimization Assess where you are and plan your 

move to the next level of optimization. Handling of rebound 

effects like consumption rising with efficiency need to be 

monitored and handled in mature AI organization.  

• Measure what matters: Report on Intelligence per Watt and 

fairness metrics, over standard measures like accuracy. 
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• Automate sustainability: Stop relying on manual "best 

efforts" and implement automated, carbon-aware 

orchestration and improve as new indicators are proven. 
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Glossary 
AI AppOps framework 

A framework, resulting from one of the Data Driven Organizations 

(DDO) use cases, that serves as a basis for continuous improvement 

of AI applications over an intermittent auditing and mitigation 

cycle, providing support for alignment to the sustainability and 

impact goals of the implementing organization 

CSRD (Corporate Sustainability Reporting Directive) 

A European Union directive that requires large companies and 

listed SMEs to publish regular reports on the social and 

environmental risks they face, and on how their activities impact 

people and the environment. It aims to modernize and strengthen 

the rules about the social and environmental information that 

companies have to report. The directive mandates disclosures on 

material impacts, risks and opportunities. 

CSRDDD (Corporate Sustainability Due Diligence Directive) 

Also known as the CS3D, this EU directive establishes a corporate 

due diligence duty. It requires in-scope companies to identify, 

prevent, mitigate, and account for negative human rights and 

environmental impacts in their own operations, their subsidiaries, 

and their value chains.  

Double Materiality 

Double Materiality in CSRD connects to understanding impact 

materiality, i.e. the potential and actual impacts, risks and 

opportunities (IROs) a company has to the context it operates in 

(e.g. stakeholders and value chain) connected to topics of 

Environmental Social Governance (ESG). In addition,understanding 

the financial materiality covers determining the potential and 

actual impact of these IROs to the financial health of the company. 

Specifying the context and stakeholders provides framing where 

IROs are identified. These IROs are validated with stakeholders and 

assessed as risk/opportunity (financial) or negative/positive 



 

 

29 

 

(impact) and evaluated in terms of severity and likelihood. This 

gives support for activities to avoid vulnerabilities and improve 

decision making with financial value of actions taken for mitigation 

or value capture.  

Earth Alignment principle 

A principle, often associated with frameworks like those from the 

Stockholm Resilience Centre, that advocates for aligning human 

development and technologies (such as AI) with the stability of the 

Earth system. It emphasizes operating within planetary boundaries 

to ensure a safe operating space for humanity. 

GHG emissions protocol (scope 1, 2, 3) 

The GHG Protocol sets global frameworks to measure and manage 

greenhouse gas (GHG) emissions from operations, value chains and 

mitigation actions in both public and private sectors. The protocol 

divides the emissions of an organizations into direct (scope 1) and 

indirect (scope 2, scope 3) emissions. 

Scope 1 are direct GHG emissions occurring from sources owned or 

controlled by the company, like production machinery or other 

process equipment. Scope 2 are GHG emissions from the 

generation of purchased electricity consumed by the company. 

Scope 3 covers other indirect GHG emissions that occur from the 

activities of the companies. The sources of these emissions reside 

outside of the company, like the production and use of products 

and services. The Scope 3 emissions can be both upstream and 

downstream, e.g. emissions from purchasing goods and services 

and emissions from use and end-of-life of sold products.  

Green AI 

The  Green AI Committee at the Green Software Foundation states 

[17]  that “Green AI  focuses on reducing the environmental impact 

of AI systems throughout their lifecycle. It emphasizes the 

standardization of measurement and metrics to ensure 

transparency, strengthen confidence in AI technologies, and drive 

continual improvement. 
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Jevons paradox 

In economics, the Jevons paradox occurs when technological 

progress increases the efficiency with which a resource is used 

(reducing the amount necessary for any one use), but the rate of 

consumption of that resource rises because of increasing demand. 

This implies that increasing efficiency by itself may not reduce 

resource use, and that sustainable policy must rely on other types of 

interventions as well. 

https://en.wikipedia.org/wiki/Jevons_paradox 

Software Carbon Intensity (SCI)  

Software Carbon Intensity (SCI) provides a standardized method 

for measuring the carbon emissions associated with software 

systems. The development of an SCI for AI has the purpose “...to 

assist AI practitioners—developers, data scientists, engineers, and 

decision-makers—in understanding and reducing the carbon 

footprint of AI systems. By making informed choices about model 

design, computational efficiency, and deployment strategies, 

practitioners can minimize emissions while maintaining 

performance.” Navveen Balani, Software Standards Working 

Group Chair 

Sustainability by AI (AI for Sustainability) 

Using AI technologies as a tool to improve current operations. 

Examples include Intelligent Power Saving solutions for 

infrastructure management, toward a greener outcome, identifying 

potential negative impacts proposed processes, improving decision 

making in sectors like energy, transportation and agriculture. 

Specifically developing solutions to reduce impacts on climate 

change is another example, as showcased in the Climate Change 

AI initiative. https://www.climatechange.ai/ 

Sustainability in AI (Sustainable AI) 

This concept focuses on the environmental and social impacts of AI 

systems themselves. Improving the AI technology and its use in 

terms of energy consumption, memory use, computational footprint 
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during training, inference and deployment. One example is 

practices for minimizing models involving pruning and setting up 

governance to track and improve metrics connected to 

sustainability, like energy consumption per inference or carbon 

emissions per training cycle. This includes Green AI as well as 

ensuring social fairness and ethical standards in the AI lifecycle.  
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The project “Data-driven 
organizations – Best practices for 
operationalization of AI in Sweden” 
This material has been produced as part of the Vinnova-funded 

project Data-driven organizations – Best practices for 

operationalization of AI in Sweden (DDO), a project lasting just 

under two years with twenty participants from private sector, 

public sector, and academia. Together, they tackled issues 

concerning large- and small-scale operation of AI solutions and 

how to enable and use AI broadly across an organization. 

The work focused on three specific use cases: Local sustainable 

operation of AI, legal and technical prerequisites for effective 

infrastructure, and how to create the best conditions for keeping 

thousands of AI models in operation. 

A compilation of all material produced within the framework of 

DDO is available on AI Sweden's website. 

The organizations that participated in DDO were Aixia, Hewlett 

Packard Enterprise, Hopsworks, IBM, Linköping University, NetApp, 

Predli, Proact, RISE, RedHat, Region Halland, Sahlgrenska University 

Hospital, Statistics Sweden (Statistiska Centralbyrån), The Swedish 

Tax Agency (Skatteverket), Stormgrid, The Swedish Transport 

Administration (Trafikverket), Volvo Parts, Region Västra Götaland, 

Santa Anna, and AI Sweden. 

The project was funded by the participating organizations and 

Vinnova. AI Sweden is in part financed by the EU. 


