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Executive Summary 
Public organizations are currently navigating a significant gap 

between legacy IT architectures and the high-performance 

demands of AI workloads. Traditional security models based on 

physical separation have created fragmented "islands" where 

specialized GPU resources are locked in silos, leading to inefficient 

utilization and restricted scalability. Beyond hardware bottlenecks, 

physical isolation imposes high administrative overhead and relies 

on manual, error-prone workflows that hinder operational fluidity. 

Contrary to legacy interpretations, Swedish regulations such as 

MSBFS 2020:7 are outcome-based and do not mandate specific 

physical architectures. We argue that reliance on physical silos can 

create a false sense of security while offering little protection 

against modern threats. Adopting logical isolation, the proven 

operational standard for global cloud and SaaS providers, 

mitigates these risks by enforcing automated, auditable, and 

immutable security policies. 

This approach is central to achieving compliance and resource 

efficiency through logical separation. By establishing a unified, 

policy-driven architecture, public agencies can move beyond the 

limitations of air-gapped hardware to fulfill their regulatory 

mandates while securing a scalable foundation for the full lifecycle 

of AI innovation. This paper shares insights from Stormgrid, Red Hat, 

Proact, NetApp, IBM as well as Trafikverket and AI Sweden. 
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1. The Challenge of MLOps in 
Regulated Environments 
As machine learning and artificial intelligence become integrated 

into core organizational processes, they introduce infrastructure 

demands that differ fundamentally from traditional IT systems. AI 

workloads increase demand on data access, require specialized 

computing resources, specifically GPUs and high bandwidth 

networking, and a high degree of operational fluidity to manage 

the lifecycle of models. For organizations within the EU, this 

transformation occurs within a strict regulatory framework, where 

compliance with GDPR, the NIS2 Directive, EU AI Act, and sector-

specific requirements are mandatory. 

The infrastructure landscape in many public agencies is rarely the 

result of a single architectural decision. Instead, it has evolved over 

time, seldom letting go of legacy aspects. For a variety of reasons it 

traditionally favors on-prem solutions and is thus highly reliant upon 

in-house competence, experience and organizational willingness to 

adapt when technology improves. A common side effect of this are 

infrastructures that rely on outdated perspectives, for instance on 

security through physical separation. While this approach 

successfully secured traditional administrative systems, it has 

created a fragmented environment where development, test, and 

production stages function as isolated islands. 

This legacy of physical separation presents a unique challenge for 

AI. Unlike traditional software, where code is the primary artifact, AI 

systems depend heavily on data. While early development stages 

may utilize static, sanitized datasets, later stages, such as validation 

and production, often require access to live data streams of 

varying confidentiality levels. 

Attempting to manage these dynamic data needs across physically 

severed environments creates significant friction. It forces manual 

transfers of models and data, breaks the traceability required for 



 

 

5 

 

auditing, and leads to inefficient resource utilization. High-value 

GPU hardware is often locked within a specific cluster, sitting idle in 

a test environment while production workloads are starved for 

capacity. This setup effectively blocks the implementation of 

modern MLOps practices. 

There is a chasm between the current state and what can be 

achieved with modern tools. It is a challenge defined by the need to 

balance seemingly contradictory targets. Central to this paper is 

the understanding that Swedish information security regulations, 

such as MSBFS 2020:7, are primarily outcome-based. They specify 

the required security results through segmentation, access control, 

and traceability, but they do not mandate specific physical 

architectures. 

We argue that equivalent or superior levels of security can be 

achieved through logical separation leveraging Kubernetes, 

namespaces and role-based access control (RBAC). By shifting from 

hardware-based isolation to logical isolation using modern 

container orchestration, organizations can maintain strict 

regulatory compliance while pooling resources for maximum 

efficiency. 

It should be noted that a significant portion of the Swedish public 

sector utilizes Microsoft's SaaS services, which rely on logical 

separation, and it is arguably considered an applicable solution 

already. There are other challenges and considerations that apply 

which motivates the creation of this paper, e.g. sovereignty and on-

prem, but the main point of the paper is not only feasible, it’s in 

active use. 

This white paper outlines practical architectures for an “AI-native” 

infrastructure where AI workloads are natively supported 

alongside traditional IT. By analyzing the regulatory landscape and 

applying it to a technical framework, we provide blueprints for 

centralized environments that ensure segregation without creating 

hardware silos. The goal is to demonstrate how public agencies 
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can transition from a state of fragmented security to a unified, 

policy-driven platform that supports the full lifecycle of AI 

innovation. 

The creation of this paper is based upon a challenge posted by 

Trafikverket (Swedish Transport Administration) within the Vinnova 

funded project DDO (Data driven organisations: Best practices for 

operationalizing AI in Sweden). Trafikverket together with 

Stormgrid, Red Hat, Proact, AI Sweden and Linköpings University set 

out to find, test and validate solutions for the challenge posted. This 

paper covers our shared observations, insights, results and 

recommendations. The goal of the paper is to provide Trafikverket 

(and other public entities) with a decision basis for solving the 

identified challenge. It outlines a general solution and a set of 

vendor specific solutions.  
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2. Foundational Context: Scope and 
Regulatory Framework 

To understand the applicability of the architecture proposed in this 

white paper, we must first define the boundaries within which it 

operates. The suitability of any security architecture is determined 

by the sensitivity of the data it hosts and the specific regulations it 

must satisfy. 

Therefore, the scope of this paper is strictly limited to environments 

managing information classified by Trafikverket's internal policy to 

levels 1 through 3: 

• Level 1: Non-sensitive 

• Level 2: Internal 

• Level 3: Sensitive 

Information classified as Level 4 (Very sensitive) or the highest 

level, Level 5 (Classified), requires additional steps and operational 

interventions that are outside the scope of this work . This 

distinction is vital; while data of higher sensitivity often requires 

specialized interventions, we argue that for this defined scope, the 

proposed logical separation offers a compliant, efficient, and 

thoroughly viable alternative to physical isolation. 

2.1. The Regulatory Landscape  
A secure and compliant IT environment must align with multiple 

legal frameworks and standards governing information protection, 

cybersecurity, and operational integrity. In Sweden, the Security 

Protection Act (Säkerhetsskyddslagen) applies to organizations 

managing information vital to national security, requiring 

systematic risk assessments, access control, and incident reporting. 

The EU NIS2 Directive reinforces cybersecurity obligations for 

essential and digital service providers through mandatory risk 

management, supply chain security, and incident notification. The 

General Data Protection Regulation (GDPR) complements these by 
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protecting personal data and ensuring privacy through 

transparency, data minimization, and lawful processing. 

Together, these frameworks create the foundation for protecting 

national interests, business continuity, and individual rights. To 

operationalize compliance, organizations often adopt ISO/IEC 

27001 for information security management and ISO 9001 for quality 

assurance. These standards establish structured processes for 

continuous improvement, auditing, and risk control, serving as 

practical tools for demonstrating compliance.  

Importantly, none of the regulations prescribe whether compliance 

must be achieved through physical or virtual means. What matters 

is that the organization can demonstrate equivalent levels of 

protection, control, and traceability can be achieved as an 

operational standard. For example, security and compliance can be 

implemented in both on-premises and cloud-based environments, 

as long as the underlying technical and organizational measures 

meet the required assurance levels. 

2.1.1. Brief overview of the regulations in focus 

The specific focus of this paper are regulations issued by MCF, 

(Myndigheten för Civilt Försvar), the Swedish Civil Defence and 

Resilience Agency. Specific focus is on the content of MSBFS 2020:7 

which is MCF’s regulations on security measures in information 

systems for state authorities. (MSBFS 2020:7 Myndigheten för 

samhällsskydd och beredskaps föreskrifter om säkerhetsåtgärder i 

informationssystem för statliga myndigheter).  

To give an introduction to the MCF regulation a set of relevant 

regulations is presented to secure IT operations at a high standard 

for authorities. It covers from the lower level of hardware to the 

applications running on top with governance that the information 

handled shall always be secured at the right level. The list below 

are extracts from MSBFS 2020:7 that have guided the outcome of 

this paper. 
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Relevant Regulations (unofficial english translation): 

Chapter 2 – General Provisions – Responsibility 

1 § The Authority shall, for each information system, clarify 

which position is responsible for introducing, managing, 

following up and evaluating security measures (system 

owner). 

Chapter 3 – Development, Test, and Training Environments 

3 § The Agency's work with development and tests that may 

affect the information security in the production environment 

shall take place in a production environment separate part 

of the IT environment.  

4 § The authority shall identify and manage the need for an 

educational environment separate from the production 

environment. 

Chapter 4 –Division into network segments and filtering of 
network traffic 

1 § The organisation shall prevent the spread of incidents and 

reduce the consequences of attacks by placing information 

systems with different functions in separate network 

segments within the production environment. 

 

2 §: The organisation shall filter network traffic so that only 

necessary data flows occur between different network 

segments. 

To effectively navigate these regulations, it is vital to recognize that 

MSBFS 2020:7 is outcome-oriented. It defines the required security 

results i.e. what must be achieved, rather than prescribing specific 

technical mechanisms for how to achieve them. This distinction 

creates an opening for architectural innovation, provided the 

security outcome remains equivalent to traditional methods. 
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Historically, municipalities, authorities, and administrations within 

the public sector tend to maintain a conservative stance to adhere 

to regulations. This operational model often enforces internal 

guidelines that are stricter than what the regulations necessarily 

stipulate. Even if at a first glance this seems to provide robust and 

secure systems we argue that it can actually have the opposite 

effect, creating vulnerabilities and less secure systems.  

The most critical interpretation concerns Chapter 3, specifically the 

definition of a "separate part of the IT environment". Historically, this 

has been interpreted as a mandate for separate physical clusters.  

However, the MCF Impact Assessment (2019-14546) offers a broader 

perspective, explicitly stating that “a test environment can often be 

built in a virtual environment”. This guidance acknowledges that 

lower protection requirements in testing do not automatically 

mandate physical hardware separation, hinting that logical 

boundaries, if sufficiently robust, can satisfy the regulatory intent. 

As a sidenote, it is evident from the reasoning in MCF Impact 

Assessment (2019-14546) that GPU heavy applications were not 

considered. This unfortunately challenges the impact assessment of 

the regulations.  

Chapter 4 mandates the separation of information systems into 

network segments and the strict filtering of data flows . In legacy 

infrastructure, this was achieved through physical cabling and 

hardware firewalls. For modern, integrated environments, the 

challenge, and the requirement, is to achieve this same degree of 

isolation and traffic control without relying on air-gapped 

hardware. Any proposed solution must demonstrate the ability to 

enforce these "strict flows" as rigorously as physical segmentation. 

Finally, Chapter 2 §1 requires a clearly defined "System Owner" 

responsible for security measures. In the context of traditional IT, 

where systems were silos, ownership was clear. However, moving 

toward a unified or shared infrastructure introduces complexity 

regarding accountability. A key challenge for any modern AI 
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infrastructure is therefore to establish an operative model that 

maintains this clear chain of responsibility, ensuring incidents can 

be traced and managed, even when resources are shared across 

development and production boundaries. 
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3. Trafikverket Case Study: 
Infrastructure Baseline 
For this case study, we utilize a generalized model of Trafikverket’s 

infrastructure to illustrate the intersection of modern machine 

learning ambitions and established IT governance. The baseline 

environment consists of standalone clusters that rely on physical 

separation between development, testing, and production 

environments. This infrastructure is divided by specific projects or 

departments, resulting in multiple isolated clusters that are nearly 

identical in nature. In this traditional state, moving data, code, or 

models between these stages requires manual processes and 

external deliveries rather than automated pipelines. 

 

This baseline can be exemplified by the current workflow for digital 

track inspection as visualised in the figure above. The operational 

lifecycle is divided into physically and administratively separate 

silos where the production environment manages the live inference 

workflow . Within this silo, images are collected, stored in S3-

compliant storage, and processed by machine learning models to 

identify track defects, such as damaged sleepers . The process 

includes a specialized inspection application where human 

operators verify suspects and classify samples to maintain human-
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in-the-loop oversight . Analysis results and metadata are stored in a 

database, while statistical monitoring for data drift is performed 

entirely offline and batch-wise, independent of the live flow . 

The development and management environment exists as a 

separate silo that handles the creation of training data and the 

iterative development, testing, and validation of models. It 

maintains its own dedicated repositories for training data and 

model versions. Because these clusters are physically severed, 

there is no direct automated bridge between the development of a 

model and its deployment into the production flow. This severely 

limits the level of automation and practically severs the connection 

between ML and Ops.  

3.1. Challenges of Physical Separation 
Building and operating machine learning models in the current state 

requires access to specialized hardware such as GPUs, but these 

resources are often spread across multiple servers and computing 

environments where each device is used separately for 

development, testing, or production. This fragmentation makes full 

capacity utilization difficult because GPU resources are tied to 

individual machines, meaning powerful resources can remain 

unused in a test environment while production suffers from a lack of 

capacity. This challenge is further amplified when setting up large 

language models, as the capacity requirements for GPUs increase 

significantly compared to traditional, narrower machine learning 

models.  

This fragmentation creates an artificial resource bottleneck that 

imposes heavy financial and operational costs. In a physically 

isolated architecture, the need for redundancy across the total 

environment forces a multiplicative effect on hardware 

procurement. If a production environment requires a specific cluster 

of ten GPUs to maintain service levels, the same total capacity must 

be provisioned for both development and testing silos, requiring at 

least thirty GPUs in total to achieve the equivalent utility. The 
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agency’s analysis suggests that transitioning from this model of 

cluster duplication and physical isolation to a unified infrastructure 

with logical separation could result in savings of approximately 100 

MSEK per year. This demonstrates that the current hardware-

centric approach is not merely an operational inconvenience, but a 

substantial drain on public resources that limits the agency's ability 

to scale AI initiatives efficiently. 

Because these environments run in separate clusters that do not 

communicate directly, data, code, and models must be moved 

manually between steps, which increases the human workload and 

the risk of errors, inconsistencies, and bottlenecks. The practical 

impact of this isolation includes several key issues: 

• Management complexity  

• Traceability gaps  

• Non-standardized processes (from a global perspective) 

• Security and compliance risks  

• Operational safety barriers  

• Operational efficiency 

Synchronizing different versions of frameworks, drivers, and 

dependencies across isolated servers leads to a high operational 

load. This is often referred to as "click ops", where administrative 

staff must manually log in to each environment to perform routine 

procedures. This manual intervention frequently results in code that 

behaves differently in production than in testing. When workflows 

run on isolated machines, it is also difficult to establish a clear chain 

of traceability for documenting experiments, validations, and model 

lifecycle decisions. Furthermore, isolation makes it difficult to 

maintain uniform processes, leading each environment to develop 

unique procedures for version control and data protection. Finally, 

uneven security controls increase vulnerability to data leaks, while 

scattered setups complicate the ability to meet GDPR, NIS2, or ISO 

auditing requirements. 
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Beyond technical and regulatory hurdles, the current setup is 

reinforced by a critical safety barrier on a higher level. Unlike 

traditional IT where the focus is primarily on information security, 

public-sector infrastructure like that at Trafikverket must prioritize 

real world physical safety i.e. ensuring actual trains do not pass 

signals and cause a crash. This necessity creates a significant 

constraint; running AI in a "shadow mode" directly within production 

is currently viewed as impossible due to the risk of even low-level 

errors causing operational "riots" or disruptions on the railroad. 

Consequently, the physically severed environment is maintained as 

a “mandatory” safety precaution. This brings in matters of 

functional safety and similar aspects, which are incredibly 

important, we argue that this results in institutional resistance and 

provisioning barriers that prevent the adoption of more unified, 

efficient architectures. 

3.2. Alternative target state 
Trafikverket has expressed a will to challenge their current status 

quo and transitioning into a centralized platform. This would in turn 

transform the infrastructure from a series of bottlenecks into a 

coherent, managed solution . The primary benefits of this transition 

would be: 

• Optimized resource use 

• Integrated workflow 

• Native traceability 

• Standardized security 

• Efficiency in compliance 

Capabilities to target would for instance be pooling GPU resources 

allowing for full capacity utilization, where powerful resources in a 

test environment can be dynamically reallocated to production to 

support heavy workloads like large language models .  

Furthermore, completely integrated environments that 

communicate within a single cluster setup mitigate the risk of errors 
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and ensure that data and models move through the workflow with 

greater consistency . Running workflows on a shared cluster would 

also make it easier to establish a clear chain of traceability for 

documenting every stage of the model lifecycle . Additionally, a 

unified system, with production-grade access controls and logging, 

generally leads to an increased level of security when applied 

across the entire estate. Achieving certifications such as ISO 27001 

becomes more cost- and time-efficient, as the entire environment 

could be audited and secured under a unified framework. 
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4. A Unified Architecture: Policy-
Driven Logical Isolation 
To address challenges of Trafikverkets current setup, we hereby 

suggest an architecture that replaces the legacy model of physical 

silos with a unified, policy-driven infrastructure. Instead of relying 

on separated hardware to ensure security, this model leverages the 

advanced isolation capabilities of modern container orchestration 

to create software defined infrastructure borders. In this setup, 

development, test, and production environments coexist on a single 

physical platform but remain operationally and securely distinct. By 

implementing rigorous logical separation through namespaces and 

Role-Based Access Control (RBAC), the organization can maintain 

strict segregation without the rigid constraints of separate clusters.  

We aim to show an approach that aligns with the outcome-based 

nature of Swedish regulations, such as MSBFS 2020:7, both from a 

general perspective as well as through specific supplier 

implementations. In essence, we suggest moving towards an on-

prem solution that moves the users away from infrastructure 

concerns and closer to a SaaS way of working (but not all the way 

there). Below is a simplified diagram of the architecture. It’s worth 

pointing out that the user perspective is top down and the data 

perspective is bottom up.  
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The illustrated architecture above represents a fundamental shift 

from physical hardware-based silos to a framework defined by 

logical separation. While subsequent chapters detail specific 

vendor implementations, the basic design unifies development, test, 

and production environments on a single physical platform where 

they remain operationally and securely distinct. At its foundation 

lies a centralized storage layer designed to support multiple data 

formats, including object and file-based access, which serves as 

the bedrock for the entire stack. By virtualizing all hardware and 

implementing a Kubernetes layer, the system enables dynamic 

resource allocation, replacing the rigid, underutilized clusters that 

once defined the organizational baseline. Within this structure, 

namespaces and Role-Based Access Control (RBAC) ensure that 

end users, projects, and services are isolated by policy, providing 

the necessary rigidity for security without sacrificing operational 

flexibility. 

This transition effectively brings a cloud-native operational model 

to on-premises infrastructure, unifying work processes across the 

entire organization. Users no longer need to grapple with 

underlying hardware complexity; instead, they interact with 

resources through a centralized portal that abstracts the 

infrastructure and provides compute and specialized accelerators 
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as a utility. This model adheres to GitOps principles, ensuring the 

environment remains stateless and configurations are managed 

declaratively. By decoupling the data and compute planes, the 

architecture allows for highly efficient scaling and management, 

directly addressing the operational load and errors previously 

associated with manual "click ops" procedures. 

Resource efficiency is integrated into every functional layer, from 

the high-performance storage fabric to the container orchestration 

plane. The management plane enables unified policy enforcement 

and continuous operational monitoring across all environments, 

ensuring that redundant compute and storage nodes are utilized to 

their full potential. A critical advancement over legacy silos is the 

implementation of a specialized workload manager. This 

component optimizes the use of high-value accelerators through 

fractionalization and priority queuing, ensuring that vital 

production workloads are never starved for capacity by 

experimental or developmental tasks. 

To satisfy the outcome-oriented requirements of regulations such 

as MSBFS 2020:7, the architecture utilizes automated technical 

mechanisms rather than physical separation. Software-defined 

security creates logical network segments and granular traffic 

filtering to prevent incident spread, enforcing "strict flows" as 

rigorously as traditional physical cabling. Traceability is maintained 

natively, with audit logs tied directly to the authorization model to 

document every stage of the model lifecycle. This ensures the 

organization can demonstrate protection, control, and 

accountability as an operational standard, fulfilling the 

requirements for a clearly defined system owner even in a shared 

resource environment. 

Finally, the runtime layer ensures predictable performance and 

security through strict technical standards. Workloads operate 

under least-privilege profiles and read-only filesystems to mitigate 

the risk of container breakouts. Every image source is verified 

through cryptographic signing, and deployment policies are used 
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to block any non-compliant patterns. To ensure that high-

performance hardware is never bottlenecked, the storage 

integration is performance-optimized to deliver the high-

throughput, low-latency data access required for intensive AI/ML 

tasks. 

4.1. Risk Analysis – Multi-Tenant Kubernetes a 
Delta Perspective 
This risk analysis evaluates the delta between the current state at 

Trafikverket and the proposed multi-tenant Kubernetes model, 

specifically highlighting how the exposure surface and operational 

behavior change when workloads are consolidated. It is important 

to note that this is not a full risk assessment from scratch, but a 

targeted look at the transition from physical separation to logical 

segmentation via namespaces, NetworkPolicies, and RBAC. This 

shift does not inherently increase risk; in fact, well-implemented 

logical isolation can provide equal or even stronger boundaries 

than traditional network-based separation. However, the nature of 

potential vulnerabilities changes, as incorrect RBAC, permissive 

policies, or shared cluster-wide components may create new 

attack paths that did not previously exist. 

Centralizing applications introduces a wider administrative blast 

radius, where destructive actions, such as deleting a namespace or 

a cluster component, can impact a larger number of consumers. 

Host-level access also becomes more sensitive because each node 

now runs workloads from multiple tenants. To mitigate these risks, 

the "Four-Eye Principle" of dual approval for sensitive operations 

becomes an essential governance mechanism. When combined 

with strict RBAC and rigorous change control, these measures 

significantly limit the risk of errors or malicious actions. Furthermore, 

the platform lifecycle changes; while managing a single stack 

simplifies version management, infrastructure upgrades and 

scaling actions now affect more workloads simultaneously, making 

coordination more complex. 
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Infrastructure dependencies also undergo a shift in concentration, 

particularly regarding storage. As more workloads consume the 

same storage backend, a storage incident can have a broader 

impact across the organization, even though logical project 

boundaries still exist. Conversely, host failure management 

represents a net improvement over the current setup, as the 

orchestrator can automatically reschedule workloads across the 

cluster if a single host fails. There are also specific considerations 

for specialized hardware; GPU isolation is currently less mature 

than CPU or RAM isolation, which can lead to issues like memory 

leakage or allocation conflicts. To address this, the architecture 

utilizes specialized orchestration layers, such as Run:AI, to improve 

fairness and ensure robust tenant boundaries for GPU workloads. 

Finally, the reliance on shared horizontal components, including the 

portal, schedulers, and monitoring tools, means that failures in these 

systems have a wider reach than in siloed environments. It should 

be noted that the general architecture has this weakness, but as 

Red Hat demonstrates in later sections of this paper, hard tenant 

isolation is an option that resolves this. It’s successfully used by AWS 

and other cloud providers. 

However, the physical threat model remains unchanged, as 

physical access risks do not increase so long as the datacenter 

context remains the same. In summary, moving to a multi-tenant 

Kubernetes cluster does not automatically increase risk simply 

because isolation becomes logical instead of physical. While the 

blast radius for certain operations increases and platform 

coordination becomes more critical, the application of strong 

policies and well-structured operational processes ensures that 

logical segmentation can be as secure, or more secure, than the 

current environment. 
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4.2. Applying a sustainability mindset brings 
home the value 
Applying a sustainability lens provides a compelling third pillar for 

the proposed architectural shift, positioning the transition from 

physically fragmented infrastructure to a unified environment as a 

direct enabler of Corporate Sustainability Reporting Directive 

(CSRD) goals. By analyzing this solution through the Environmental, 

Social, and Governance (ESG) framework, it becomes clear that 

current inefficiencies, such as idle hardware and manual data 

duplication, are not merely operational costs but significant 

sustainability deficits. This move shifts the organization from being a 

passive consumer of hardware to an active steward of resources, 

achieving environmental gains primarily through intelligent 

scheduling and data consolidation. Specifically, a Kubernetes-

based scheduler allows for controlled over-allocation, which 

drastically increases the utilization rates of energy-intensive 

resources like GPUs without compromising availability. Furthermore, 

a unified data plane reduces the need for large-scale data 

replication, lowering storage requirements and energy costs in a 

way that aligns with emerging EU-level regulations on data center 

consumption. 

Beyond environmental stewardship, the architecture addresses 

social sustainability by prioritizing the well-being, efficiency, and 

growth of the workforce. A fragmented infrastructure inherently 

creates friction, forcing developers and data scientists to manage 

distinct manual processes for different environments. By 

implementing a unified portal and a standardized way of working, 

the organization effectively lowers the barrier to entry for new 

talent and simplifies ongoing education. This coherent platform 

fosters a culture where staff can focus on innovation rather than 

wrestling with infrastructure discrepancies, leading to a significant 

qualitative improvement in workforce efficiency. 
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Governance serves as the foundation of this sustainable approach, 

operating under the principle that order and method create the 

necessary conditions for long-term viability. The proposed 

architecture replaces ad-hoc physical security with traceable, 

policy-driven logical separation, creating a transparent 

environment where resource usage, data access, and model 

lineage are audit-ready by design. This level of control is essential 

for meeting internal KPIs and ensuring the organization can prove 

its adherence to sustainable practices. Centralization further 

enables a transition from manual, document-based governance to 

automated Policy-as-Code, where uniform policies, such as 

automatically spinning down idle development environments or 

enforcing data retention lifecycles, are enforced across the entire 

estate. 

Finally, this automated governance reduces the "operational debt" 

and human effort required to maintain compliance, making the 

security posture more resilient over time. It also provides the 

granular visibility required for accurate sustainability reporting by 

allowing energy consumption and hardware utilization to be 

attributed to specific projects or tenants. This capability allows the 

organization to move beyond aggregate power bills and 

understand the specific "energy cost" of individual AI initiatives. By 

linking resource consumption directly to business output, 

governance transforms from a compliance checklist into a strategic 

tool for optimizing both financial and environmental returns on 

investment.  
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5. Supplier specific implementations 
Following the generalized framework, we now explore supplier-

specific implementations. We will deep dive into Stromgrid's, Red 

Hat’s and IBM’s interpretations as well as Proact and Netapp's take 

on storage. The intention with these chapters are to provide a set of 

paths forward for implementing the above presented general 

solution. Each implementation has been tested and proven as part 

of this project. Therefore we will describe both the specific setup 

used for this use-case as well as demonstrating further degrees of 

freedom made available by the vendors.  

5.1. Stormgrid Secure AI-infrastructure 
The Stormgrid Secure AI-Infrastructure is designed as a unified, 

high-performance, multi-tenant platform that consolidates 

production, development, and test environments within the same 

physical GPU infrastructure. This approach represents a 

fundamental departure from the legacy model of physically 

severed clusters, seeking to minimize hardware duplication and 

enable efficient GPU utilization. By leveraging software-defined 

infrastructure borders, the platform enforces a zero-trust, policy-

driven security posture aligned with industry compliance 

standards, ensuring that workloads are logically and operationally 

isolated even when sharing physical resources. 

5.1.1. Architecture and Consolidated Design Principles 

The architecture is built upon the principle that equivalent or 

superior security results can be achieved through logical 

separation rather than physical air-gapping. This is particularly 

critical for AI workloads, which require a high degree of operational 

fluidity and specialized computing resources like GPUs. Instead of 

maintaining separate physical environments, Stormgrid utilizes 

network segmentation and workload-level security to maintain 

strict regulatory compliance within a unified platform. 



 

 

25 

 

 

As shown in the illustration above, the architecture is designed as a 

vertical stack where security, compliance, and resource efficiency 

are integrated across all layers. The design is governed by a set of 

core principles: 

• Single physical yet multi-logical infrastructure 

• Zero trust and least privilege 

• Compliance and confidential computing readiness 

• Policy-as-code and GitOps 

• High resource efficiency 
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Every component is mapped to regulatory control frameworks. This 

ensures full auditability and readiness for regulated industries such 

as healthcare, defense, and government. All configurations and 

infrastructure states are managed declaratively to ensure 

consistency, immutability, and traceability. 

Leveraging these core principles the Stormgrid stack is built on 

proven, enterprise-grade, open technologies. The orchestration 

layer utilizes a CIS-hardened Kubernetes distribution (RKE2), while 

GPU scheduling is managed through the Kubernetes Scheduler 

(Run:ai) to enable pooling, fractionalization, and policy 

enforcement. 

Specific capabilities include: 

• Rancher Manager, Centralized multi-cluster control and 

GitOps integration. 

• RKE2, CIS-hardened, immutable Kubernetes platform with 

mandatory admission control. 

• Run:ai (KAI-Scheduler), GPU pooling, Dynamic MIG 

partitioning, and fair-share quotas. 

• Cilium / Calico, Micro-segmentation, L7 policy enforcement, 

and VXLAN overlays. 

• HashiCorp Vault, KMIP-based encryption with HSM-backed 

keys for tenant secrets. 

The architecture is organized into distinct functional planes, 

including the Control Plane, Compute Plane, Network Plane, 

Storage Plane, Security and Compliance Plane, Observability Plane, 

and MLOps and AI Services Plane. 

5.1.2. Technical approach for the Trafikverket use-case 

To prove the viability of this "soft border" approach, the architecture 

was deployed and validated within the AI Sweden AI Labs 

technology infrastructure. This testbed environment serves as the 

technical baseline for operationalizing AI in Sweden, allowing for 

the validation of solutions in a real-world, high-performance 

context. 
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The validation exercise utilized a Red Hat Fraud Detection demo 

case, running on NVIDIA A30 GPUs. Key technical outcomes 

included: 

• Multi-Tenant Integrity, using Jupyter Notebooks, multiple 

simulated tenants performed training and inference on the 

same physical hardware. 

• Access Verification, technical controls were verified to 

ensure that a user in one tenant namespace could not 

access datasets, models, or compute resources belonging to 

another tenant. 

• Compute Performance, the NVIDIA A30 resources were 

dynamically managed by the Run:ai scheduler, ensuring the 

fraud detection pipeline maintained production SLAs even 

under heavy developmental load. 

To satisfy regulatory requirements such as MSBFS 2020:7, which 

mandates separate parts of the IT environment for development 

and testing, the platform enforces isolation at both the tenant and 

environment levels. 

 
The illustration above visualizes how the infrastructure backend 

and resource orchestration support distinct "Soft Borders" for 

production, development, and training within a shared compute 



 

 

28 

 

infrastructure . Each environment (Prod, Dev, Train) is governed by 

its own security policies, network boundaries, and encryption keys . 

Unlike typical Kubernetes clusters, this platform implements: 

• Per-tenant encryption keys in Vault 

• Prohibited cross-tenant mounts 

• Labeled resources driving OPA policies 

• CI/CD-enforced promotion from Dev to Test to Prod 

This structure allows high-value GPU hardware to be shared 

dynamically while maintaining clear administrative boundaries. 

Shared services like the registry and Vault live in a dedicated 

infrastructure cluster with read-only exposure to tenants. 

The transition from physically fragmented infrastructure to a unified 

environment serves as a direct enabler of sustainability goals. By 

using a Kubernetes-based scheduler for controlled over-allocation, 

the platform drastically increases the utilization rates of energy-

intensive resources like GPUs. 

The system tracks: energy consumption attributed to specific 

projects, hardware utilization metrics and sustainability metrics for 

reporting. This capability allows governance to transform from a 

simple compliance checklist into a strategic tool for optimizing 

financial and environmental returns on investment. 

5.1.3. Compute, GPU, and Scheduling Strategy 

The compute strategy is GPU-first, prioritizing the performance and 

availability of mission-critical production workloads while 

maximizing utilization for experimental tasks. Node pools are 

logically partitioned by environment type, such as gpu-prod and 

gpu-dev, utilizing taints, tolerations, and node affinity to ensure 

workloads are scheduled only to authorized nodes. 

The scheduler adds several advanced capabilities beyond 

standard Kubernetes: encrypted time-slicing (GPU 

fractionalization) with real time resource reallocation. Furthermore 

it supports dynamic Multi-Instance GPU (MIG) partitioning, 
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preemption with checkpointing and DCGM-driven optimization. 

This allows for static resource guarantees for production and 

elastic borrowing for development and testing. If a high-priority 

production job requires resources, the scheduler can preempt 

lower-tier jobs, ensuring deterministic SLAs for the most critical 

workloads. 

5.1.4. Security and Platform Hardening 

The security framework is "secured by design," with hardened 

layers integrated into the compute, network, data, and control 

planes. The platform treats the Kubernetes distribution as 

immutable infrastructure. The RKE2 API server and etcd database 

follow strict CIS guidelines, and admission control is mandatory. 

As default worker nodes are locked down to minimize the attack 

surface by: disabling direct SSH access, enforcing seccomp and 

AppArmor profiles, using read-only root filesystems and enforcing 

SELinux. Security policies are continuously validated through drift 

detection against the Git repository. The networking layer utilizes 

micro-segmentation with tools like Cilium to enforce default-deny 

policies at Layers 3 through 7. This ensures that even in a 

consolidated environment, "strict flows" are enforced as rigorously 

as traditional physical cabling. 

5.1.5. Identity, Authentication, and Privileged Access 

Identity management follows a zero-trust model where every 

human and machine identity is verified. Users authenticate via 

enterprise SSO (OIDC/SAML) with mandatory MFA for privileged 

roles. Workloads are issued short-lived X.509 certificates through 

SPIFFE/SPIRE for mutual TLS (mTLS) communication. This chain of 

trust is anchored in a hardware security module (HSM), providing a 

higher level of assurance than standard service account tokens. 

Privileged access is governed by several strict controls: no 

persistent administrative access, just-in-time (JIT) role elevation, 

hardware-key-based authentication, session recording and 

command-level controls. All administrative actions are passed 
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through a central PAM (Privileged Access Management) system 

and streamed to the SIEM for review. This ensures that the "Four-Eye 

Principle" can be enforced for sensitive operations, limiting the risk 

of malicious actions or catastrophic errors. 

5.1.6. Data Security and Governance 

Data security is managed through separate planes for operational, 

AI, and system data. The architecture enforces per-tenant 

encryption domains where all data is encrypted in transit and at 

rest. Policies are driven by explicit data classification, which can 

block deployments if encryption or labels are missing. 

Governance capabilities include, immutability via WORM storage, 

integrity checking, confidential computing support and GDPR right-

to-erasure workflows. Persistent volumes are strictly tied to specific 

namespaces to ensure data access is isolated. By consolidating 

data into a unified plane, the architecture reduces the need for 

large-scale replication, lowering both storage costs and energy 

consumption. 

5.1.7. Observability, Forensics, and Incident Response 

Observability is unified across metrics, logs, traces, and security 

events. The system uses tools like Prometheus for GPU metrics and 

Falco for runtime signals to detect behavioral anomalies. This 

provides the granular visibility required for accurate sustainability 

reporting and security auditing. 

Incident response is automated and Kubernetes-aware. Security 

signals can trigger playbooks that: cordon nodes, quench network 

traffic, revoke secrets and quarantine suspicious workloads. 

Evidence such as forensic snapshots and dumps is captured into 

signed WORM storage to maintain a verifiable chain of custody. 

This forensic readiness ensures that the organization can fulfill 

regulatory reporting obligations within established timelines. 
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5.1.8. Tenant Experience and MLOps Capabilities 

Tenants are provided with a curated, secure MLOps toolbox on top 

of the hardened platform. This includes interactive workspaces for 

Jupyter and VS Code, and integrated tools such as Kubeflow, 

MLflow, and feature stores. Every tool is governed by policy-

enforced guardrails such as quotas and identity-aware access. 

The environment supports the full AI lifecycle: secure dataset 

access, distributed GPU-backed training, model evaluation and 

versioning and secure inference deployment. By providing a 

standardized way of working and a unified portal, the organization 

lowers the barrier for innovation while maintaining the necessary 

security rigidity for regulated workloads. 

5.2. Red Hat - A Unified Platform for Secure and 
Efficient MLOps 
This section details the Red Hat architecture for achieving soft 

infrastructure borders. It presents a spectrum of isolation 

capabilities that allow an organization to tailor its security posture 

precisely to the needs of each workload. In the end an 

implementation will need to be balanced between isolation and 

utilization. The analysis will proceed through the following layers of 

the solution: 

• Foundational Security: The core constructs of the OpenShift 

Container Platform that enable baseline "soft" multi-tenancy 

for trusted, internal teams. 

• Hardened Workload Isolation: The use of OpenShift 

Virtualization to create hypervisor-level boundaries for co-

locating sensitive production workloads with other 

environments. 

• Ultimate Tenant Separation: The Hosted Control Planes (HCP) 

architecture, which provides true "hard" multi-tenancy 

through fully isolated control planes, logically equivalent to 

separate physical clusters. 
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• Intelligent Resource Management: The critical role of Red Hat 

OpenShift AI and the Kueue scheduler in arbitrating access 

to shared GPU resources, making the unified model 

operationally viable and economically efficient for MLOps. 

• Confidential Computing: Not specifically handled in this 

paper, but worth noting. Red Hat is planning to enable 

confidential computing across its platforms, in fact for 

certain environments and configurations it’s already 

available. This emerging technology can bring an additional 

level of protection depending on the trust boundaries 

between platform owner and the consumers of the platform.  

Together, these layers form a comprehensive and flexible strategy, 

providing a proven recipe for a modern IT architecture that natively 

supports the demands of enterprise AI. 

5.2.1. Foundational Logical Separation in OpenShift Container 
Platform 

Projects (Enhanced Namespaces) and RBAC 

• The primary unit of isolation is the Project, a Kubernetes 

Namespace enhanced with default security policies and 

access controls. 

• Projects create distinct, logically isolated workspaces used 

to separate environments like Development, Test, and 

Production. 

• Integrated Role-Based Access Control (RBAC) provides 

granular permissions, restricting users, groups, and service 

accounts to only their assigned Projects. 

• This delivers strong administrative and control plane 

isolation, preventing unauthorized access or configuration 

changes between environments. 

Network Policies for Data Plane Isolation 

• Uses Kubernetes Network Policies to function as a virtual 

firewall, enabling data plane isolation between Projects. 
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• Enables a "default-deny" security posture, blocking all 

ingress traffic to a Project unless explicitly allowed. 

• Administrators create specific rules to permit necessary 

communication (e.g., between a frontend and a database 

service). 

• Provides a flexible, automated, and scalable software-

defined approach to network segmentation, replacing the 

need for rigid, hardware-based VLANs. 

Security Context Constraints (SCCs) and Resource Quotas 

• Security Context Constraints (SCCs): A unique OpenShift 

feature that controls pod permissions and capabilities. 

o SCCs reduce the attack surface by preventing 

containers from running as root, accessing the host 

filesystem, or using host networking, which mitigates 

container breakout risks. 

• Resource Quotas and Limit Ranges: Address resource 

contention and solve the "noisy neighbor" problem. 

o Administrators set hard limits on CPU, memory, 

storage, and pod counts on a per-Project basis. 

o This prevents non-production or faulty applications 

from impacting the performance and availability of 

critical production workloads. 

5.2.2. Hardening Isolation with OpenShift Virtualization 

While container isolation is sufficient for many use cases, certain 

workloads demand an even stronger security boundary. For highly 

sensitive production applications, legacy systems, or data subject 

to stringent regulatory compliance, a hardware-virtualized 

boundary is often required. Red Hat OpenShift Virtualization 

provides this additional level of hardened isolation, allowing 

organizations to run and manage traditional virtual machines (VMs) 

alongside containers on the same unified platform. 
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5.2.3. Achieving Ultimate Separation with Hosted Control Planes 
(HCP) 

For use cases that demand the highest possible level of isolation, 

such as serving multiple untrusted tenants or enforcing strict 

administrative separation between production and non-

production environments, Red Hat OpenShift offers Hosted Control 

Planes (HCP). This advanced architecture represents the apex of 

logical separation, moving beyond workload isolation to provide 

each tenant with its own fully independent control plane. This 

creates a "hard multi-tenancy" model that is logically equivalent to 

providing each tenant with a dedicated physical cluster, but with a 

fraction of the cost and operational overhead. 

Explaining the HyperShift Architecture 

The HCP model, implemented via the HyperShift project, represents 

a fundamental re-architecture of Kubernetes. In a traditional 

cluster, the control plane components (API server, etcd database, 

controller manager, scheduler) run on a dedicated set of three 

master nodes. In the HCP model, the control plane is decoupled 

from the worker nodes where applications run. 

Instead, the control plane components for each "hosted cluster" are 

run as standard pods within a dedicated namespace on a central, 

shared "management cluster." The worker nodes that comprise the 

data plane for a given hosted cluster are provisioned separately 

and connect back to their designated control plane on the 

management cluster. See below picture for an example of 

standalone control plane vs hosted control plane. 
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Security and Compliance Impact 

The security implications of this architecture are profound. Because 

each tenant or environment (e.g., Production, Development) has its 

own dedicated API server and its own private etcd database, there 

is no shared point of failure or cross-tenant attack vector at the 

management level. A security breach or catastrophic failure within 

one hosted cluster's data plane has no path to compromise the 

control planes of other tenants. Credentials, secrets, and 

configurations are completely segregated. 

This model provides the ultimate "soft infrastructure border." An 

organization can provision a hosted cluster for its production 

environment, another for testing, and a third for development. Each 

of these environments is administratively and logically distinct, with 

its own lifecycle, upgrade schedule, and access credentials. This 

provides an isolation guarantee that satisfies even the most 

stringent security and compliance requirements, effectively 

mirroring the separation of physical clusters in a far more efficient 

software-defined construct. 
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To clarify the distinct advantages and use cases of each isolation 

model, the following table provides a comparative summary. 

A Spectrum of Logical Separation Models in Red Hat OpenShift 

Model Isolation 
Boundary 

Tenancy 
Level 

Primary Use Case Key Technology 

Core 
OpenShift 

Kernel 
Namespaces, 
Process 
Cgroups, 
Network 
Policies 

Soft Internal teams, 
trusted workloads, 
Dev/Test 
environments 

Projects, RBAC, 
Network Policies, 
SCCs 

OpenShift 
Virtualization 

KVM 
Hypervisor 

Hard 
(Workload) 

Sensitive 
applications, legacy 
workloads, 
regulated data 
processing, 
Production 
environments 
needing stronger 
isolation 

KubeVirt 
Operator 

Hosted 
Control 
Planes (HCP) 

Full Control 
Plane (API 
Server, etcd) 

Hard 
(Tenant) 

Untrusted tenants, 
external customers 
(SaaS), maximum 
security 
environments 
requiring 
administrative 
separation 

HyperShift 
Operator 
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5.2.4. Efficiently Managing GPU Resources with OpenShift AI and 
Kueue 

The move to a unified cluster, while offering immense benefits in 

security and agility, introduces a critical operational challenge for 

MLOps: how to efficiently and fairly manage shared, high-value 

GPU resources. Without an intelligent management layer, the 

cluster can descend into a state of resource contention, where 

long-running development jobs starve critical production services. 

Red Hat OpenShift AI, a comprehensive and consistent MLOps 

platform, addresses this challenge directly through its integration 

with Kueue, a powerful Kubernetes-native job queueing system. 

Kueue transforms the shared pool of GPUs from a contended, first-

come-first-served resource into a managed, elastic, and policy-

driven utility. It moves beyond simple pod-level scheduling to 

provide sophisticated workload-level management, ensuring that 

access to accelerators is arbitrated according to defined business 

priorities. This capability is what operationalizes the economic 

benefits of the unified cluster model, delivering the high utilization 

and efficiency promised by the "soft border" architecture. 

Hierarchical Quotas and ResourceFlavors 

• Implements a hierarchical quota system that mirrors an 

organization's structure. 

• A top-level ClusterQueue represents the total pool of 

available resources (e.g., all GPUs). 

• This pool is subdivided into LocalQueues, each assigned to a 

Project (e.g., dev, test, prod) with a specific, guaranteed 

resource quota. 

• ResourceFlavors enable the distinct management of 

heterogeneous hardware (e.g., NVIDIA A100s vs. T4s). 

• This allows workloads to request and be scheduled on the 

specific type of accelerator they require. 
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Prioritization and Preemption 

• Enforces workload prioritization, allowing mission-critical 

production jobs to take precedence over lower-priority 

development tasks. 

• Uses a preemption mechanism to automatically evict or 

pause lower-priority jobs if a high-priority job needs 

resources. 

• Ensures business-critical Service Level Agreements (SLAs) are 

met, even in a heavily contended cluster. 

• Provides dynamic resource reallocation based on business 

priority, which is impossible in physically siloed models. 

Gang Scheduling ("All-or-Nothing") 

• Solves the "all-or-nothing" challenge for distributed training 

jobs (e.g., PyTorch, Ray) where all pods must run 

simultaneously. 

• Prevents resource deadlocks and waste by keeping a job 

pending until all its requested resources (e.g., all 8 GPUs) are 

available at the same time. 

• Once all resources are secured, gang scheduling launches all 

pods for the job simultaneously. 

• Ensures large, distributed training jobs run efficiently without 

wasting resources. 

5.2.5. Dynamic Resource Provisioning with Kueue and Cluster 
Autoscaler 

While Kueue excels at arbitrating access to existing resources, its 

true power in a cloud-native model is realized when combined with 

Kubernetes native autoscaling capabilities. This combination 

creates a fully dynamic and elastic system where scarce hardware 

resources, like GPUs, are provisioned on-demand from a shared 

physical pool and released when no longer needed, maximizing 

utilization and cost-effectiveness.    
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The synergy works as follows: Kueue manages the queue of 

incoming jobs, admitting them based on quotas and priorities. If a 

job is admitted but there are no available nodes with the required 

resources (e.g., no free GPUs), its pods will enter a Pending state. 

This Pending state is the trigger for the Kubernetes Cluster 

Autoscaler. The autoscaler detects that pods cannot be scheduled 

due to insufficient resources and automatically provisions new 

nodes to meet the demand. For more advanced integration, Kueue 

can use the ProvisioningRequest API to directly signal to the 

autoscaler that new nodes of a specific type are needed, which is 

particularly effective for ensuring GPU availability for queued jobs.    

This model is perfectly suited for the architecture of Hosted Control 

Planes (HCP) running on a central bare-metal cluster. Each tenant's 

HCP cluster can be configured with a NodePool that is backed by 

OpenShift Virtualization. When a user in one of the hosted clusters 

submits a GPU-intensive job:    

1. Kueue admits the job, and its pods become Pending due to a 

lack of GPU-enabled worker nodes in that specific hosted 

cluster. 

2. The Cluster Autoscaler for that NodePool is triggered. It 

requests a new node from the underlying management 

cluster. 

3. OpenShift Virtualization on the management cluster 

provisions a new virtual machine. Crucially, this VM is 

configured with GPU passthrough, which assigns a physical 

GPU from the bare-metal host directly and exclusively to that 

VM.    

4. This new VM, now equipped with a dedicated physical GPU, 

joins the hosted cluster as a worker node. 

5. The pending job pods are scheduled onto the new node, and 

the workload begins execution. 

6. Once the job is complete, the pods are terminated. The 

Cluster Autoscaler detects that the GPU node is now 

underutilized and, after a configurable period, will scale 
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down the NodePool. This deprovisions the VM, releasing the 

physical GPU back into the central hardware pool, making it 

available for another tenant's hosted cluster. 

Depicting this in a simplified diagram below. 

 

5.2.6. How Red Hat Openshift addresses the identified risks in 
chapter 4.1 

Logical vs Physical Segmentation 

The shift from isolated environments (L2/L3 boundaries) to logical 

segmentation (namespaces, NetworkPolicies, RBAC) does not 

inherently increase risk. Well-implemented logical isolation can 

provide equal or even stronger boundaries than traditional 

network-based separation.. 

• OpenShift Mitigation: OpenShift's native Security Context 

Constraints (SCCs) are a key control. SCCs strictly limit what 

a pod can do (e.g., access to the host filesystem, running as 

root). A user running a pod in a restricted namespace cannot, 

by default, break out and access the host, even if a container 

vulnerability is exploited. Furthermore, OpenShift SDN (using 

OVN-Kubernetes) is commonly deployed in NetworkPolicy 

mode, ensuring that applications in one project/namespace 

cannot communicate with applications in another project 
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unless explicit policies are created to allow it, directly 

addressing the L2/L3 isolation shift. 

• However, the nature of misconfigurations changes: incorrect 

RBAC, permissive policies, or shared cluster-wide 

components may create new attack paths that did not 

previously exist. 

Administrative Blast Radius 
With more applications in one cluster, destructive admin actions, 

such as deleting a namespace, project, or cluster component, can 

impact a larger number of consumers. Host-level access also 

becomes more sensitive, as each node runs workloads from 

multiple tenants. 

• OpenShift Mitigation: Strict Role-Based Access Control 

(RBAC) is mandatory. Organizations implement a "four-eyes" 

or approval process for cluster-admin roles, and define 

granular custom roles. For example, a project-admin role can 

manage everything within their project but has zero access 

to the cluster's core components or other tenants' projects, 

mitigating the blast radius of a single compromised tenant 

admin. Cluster-wide security monitoring and auditing (like 

using OpenShift Audit Logs integrated with SIEM tools) are 

used to detect destructive or anomalous administrative 

behavior. 

Platform Lifecycle (Upgrades & Expansion) 
Upgrades, scaling actions, and infrastructure changes now affect 

more workloads at once. Version management becomes simpler at 

a platform level (one stack to maintain), but coordination becomes 

harder because many consumers rely on the same cluster. This is a 

typical centralisation trade-off seen across the IT industry. 

• OpenShift Mitigation: OpenShift's Over-The-Air (OTA) 

updates simplify maintenance but enforce coordination. 

Users manage risk by leveraging Canary/Staging Clusters to 

validate the new OpenShift version and application 
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compatibility before rolling it out to the primary multi-tenant 

cluster. Additionally, MachineConfigPools (MCPs) allow 

administrators to stage and roll out node-level updates in a 

controlled, phased manner, reducing the risk of a single 

disruptive change affecting the entire cluster simultaneously. 

Storage as a Critical Dependency 
More workloads consume the same storage backend, which 

increases dependency concentration. A storage incident therefore 

has a broader impact, even though namespace/project boundaries 

still exist logically. 

• OpenShift Mitigation: OpenShift uses the Container Storage 

Interface (CSI) which allows for the dynamic provisioning of 

storage (e.g., Red Hat OpenShift Data Foundation, cloud 

providers). A key feature is the VolumeBindingMode set to 

WaitForFirstConsumer, ensuring that the persistent volume is 

strictly tied to a specific project/namespace and its data 

access is isolated. Furthermore, encryption at rest for the 

storage layer is a standard requirement to mitigate the risk of 

data leakage should the physical storage array be 

compromised. 

Host Failure & Availability 
Loss of a single host now has less impact than before, as workloads 

can reschedule across the cluster. This is a net improvement 

compared to the current setup. 

• OpenShift Mitigation: OpenShift’s built-in scheduler and 

controller manager automatically handle failover. By 

ensuring Pod Disruption Budgets (PDBs) are set for critical 

workloads, users guarantee a minimum number of running 

replicas during voluntary disruptions (like node 

maintenance), providing a high degree of assurance that 

application availability is maintained even during host failure 

or updates. 
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GPU Scheduling & Resource Isolation 
GPU isolation is less mature than CPU/RAM isolation. 

Issues like memory leakage or allocation conflicts can appear. 

Using specialised orchestration layers, for example Run:AI, 

significantly improves fairness, isolation, and tenant boundaries for 

GPU workloads. 

• OpenShift Mitigation: For specialized hardware, OpenShift 

uses the Node Feature Discovery (NFD) Operator and the 

NVIDIA GPU Operator to ensure GPUs are properly 

discovered, provisioned, and managed. While OpenShift's 

core Kubernetes supports resource requests, customers 

often integrate solutions like NVIDIA's Multi-Instance GPU 

(MIG) technology (managed via the GPU Operator) to 

logically partition a single physical GPU into multiple, isolated 

instances, effectively creating robust L3 isolation for high-

performance computing tenants. 

Shared Horizontal Components 
Several components now span the entire environment (portal, 

schedulers, storage, monitoring). Failures here have a wider blast 

radius, but the physical threat model remains unchanged, physical 

access risks do not increase as long as the datacenter context 

remains the same. 

• OpenShift Mitigation: Critical shared components like the 

Ingress Controller (Router) and Prometheus/Alertmanager 

are secured and made resilient. Users deploy the Ingress 

Controller across multiple availability zones and lock down 

its configuration via RBAC. To ensure the integrity of the 

cluster itself, the OpenShift Compliance Operator is used to 

continuously check the configuration of shared components 

against established security benchmarks (e.g., CIS 

Kubernetes Benchmark), automatically alerting on or 

remediating drift that could increase the blast radius risk. 
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5.3. Going one step further – full vertical 
integration with IBM 
As a compliment to the Red Hat chapter above, one could also 

consider going one step further.  Red Hat Openshift can be 

operated standalone but it is also a part of IBM’s software stack 

and can thus be operated within a fully vertically integrated 

solution provided by IBM. As a matter of fact, the Openshift setup 

used for this use-case was an IBM one. We therefore believe it's 

prudent to also include this solution method and why to consider it 

to solve Trafikverkets challenges. 

IBM Storage Fusion HCI combines compute, high-performance 

networking, and software-defined storage into a single, cohesive 

system with Red Hat OpenShift pre-installed and optimized. 

Essentially PaaS (Platform as a Service) and it is to some extent also 

going into the SaaS (Software as a Service) area. This approach 

drastically reduces the deployment lifecycle from potentially 

months of hardware procurement, integration, and software 

configuration to a matter of days or even hours. It provides a single 

point of management and a single vendor for support, eliminating 

the complexity of managing a multi-vendor stack and allowing the 

organization's IT team to focus on delivering value through data 

science and AI applications, rather than on low-level infrastructure 

engineering. 

5.3.1. Optimized for Demanding AI/ML Workloads 

The Fusion HCI system is not a generic HCI platform; it is specifically 

engineered for the demands of modern AI/ML workloads. It 

integrates support for the latest high-performance NVIDIA GPUs, 

such as the H100 and L40S, providing the raw computational power 

needed for model training and inference. Critically, it also enables 

deployment of a high-performance, scale-out parallel file system 

based on IBM Storage Scale technology. This storage architecture 

is designed to deliver the high-throughput, low-latency data 

access required to continuously feed the GPUs during training, 
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preventing the storage system from becoming a data bottleneck, a 

common challenge in AI infrastructure. 

5.3.2. Enhanced Data Services for Stateful Applications 

A production MLOps platform consists of more than just stateless 

compute; it involves valuable and stateful assets like trained 

models, large datasets, and monitoring databases. Fusion HCI 

includes a suite of integrated enterprise data services, providing 

automated backup and restore, high availability (HA), and disaster 

recovery (DR) capabilities for all applications and data running on 

the OpenShift platform. These services are essential for protecting 

mission-critical AI applications and ensuring business continuity. 

By providing a low-risk, high-performance, and operationally 

simple on-ramp, a vertically integrated solution like IBM Storage 

Fusion HCI makes the advanced "soft infrastructure border" 

architecture described in this whitepaper accessible and 

achievable for a broad range of organizations. 

5.4. Proact & Netapp – Storage and data 
management 
No system is complete without proper data storage and 

management and we took the opportunity to both explore, test and 

validate the claims and assumptions created by the Trafikverket 

use-case. This was performed in AI Swedens testbed which could 

adequately simulate the infrastructure complexity and integration 

requirements. The following chapter shares our journey, learnings 

and observations.  

In the example with Soft Infra Borders with a logical separation of 

projects by the use of namespaces in a Kubernetes environment, 

we used Netapp Ontap technology to perfectly match each 

namespace with a corresponding Storage Virtual Machine, or SVM. 
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An SVM is a logical construct where the physical storage system is 

partitioned into completely separated environments where no data 

can flow between SVMs. 

We use Microsoft Active Directory as the central catalog server for 

users. This is the platform used by the vast majority of organizations, 

an industry standard more or less. We wanted to ground our 

project on real world components and existing infrastructure. 

5.4.1. Multiprotocol access 

To be able to provide access to existing data within an 

organization can be a challenge. In many cases, data is simply 

copied from existing sources to the AI storage infrastructure. This 

can be time consuming and will inevitably lead to having multiple 

copies and possibly versions of the same files. In this project, 

multiprotocol access to data is implemented with NetApp Ontap 

technology.  

The basis for all volumes is to use an NTFS compatible file system, 

which then can be configured for user and group permissions by 

the use of NTFS permissions. The user identities are handled by the 

Active Directory catalog. 

• A Windows user, i.e. a user with Windows running on their 

workstation or laptop can natively navigate the file system. 

This is a very common scenario in most organizations and a 

practice for decades. 

• Linux users and Linux systems can be joined to the Active 

Directory domain, and we have used the open source SSSD 

package. The project used Ubuntu Linux, which is by several 

surveys the most commonly used Linux distribution in AI 

infrastructure. 

Since Active Directory is also an LDAP compliant service, users can 

use their existing credentials to log in to Linux systems.This might 

seem trivial but it turned out to be a significant hurdle we needed to 

solve. There are quite a few ways to go about this and most of them 

have dealbreakers or peculiar dependencies. Realizing that 
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Microsoft AD is a Kerberos realm and is compatible both ways is 

key. 

5.5.2. Dataset sharing & protection 

Large datasets may want to be used in several different projects. 

We have in the project demonstrated how this can be achieved 

where each project can have their own copy and possibly make 

annotations, without duplicating the storage capacity needed. 

The project configuration involved storing original source data at a 

central Gothenburg site while locating the AI infrastructure in 

Linköping. Technical validation confirmed that data remains 

available transparently through automated cached copies at the 

Linköping location. This method involves data duplication but 

eliminates the requirement for manual scripts or custom tooling to 

manage cache population. For specific use cases, the cache 

supports pre-population via API calls to the storage systems within 

the existing workflow. 

As datasets become less frequently used, we have demonstrated 

that data can be automatically and transparently stored on cloud 

storage, accessed over the ubiquitous S3 protocol. Even so, the 

Gothenburg site has an on-premises S3 compliant storage system 

installed, where data is handled in a cloud like manner, but it is not 

actually stored in the public cloud. This is becoming more and more 

important, data sovereignty and exact control where sensitive data 

is stored. 

Frequently in a Kubernetes environment, operators and users have 

a need to streamline the creation of so-called Persistent Volumes. 

This is in our setup realized by the use of Netapp Astra Trident, 

which is a CSI Driver, Container Storage Interface. 

All projects and operations need to protect their data. Although not 

a focus in this project, data protection is implemented by the use of 

NetApp snapshot technology, where snapshots of data volumes 

are created automatically on scheduled intervals. 
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Users and operators can access earlier versions of data and files by 

simply navigating the file system and retrieve earlier versions with 

self-service. 

5.4.3. Physical infrastructure 

The Gothenburg site hosts the majority of the storage infrastructure. 

• NetApp AFF A400. An all-flash high performance storage 

system used by the majority of the projects running at AI 

Sweden Labs in Gothenburg. 

• NetApp StorageGrid. This is an S3 compliant object storage 

platform based on cost efficient hard disk drives where 

performance is not as critical. The majority of the capacity 

installed is used as long term cold storage for datasets and 

other data which is not used as frequently. 

The Linköping site hosts a smaller storage infrastructure setup 

NetApp AFF A250. An all-flash high performance storage system 

used by running projects. The A250 is essentially a smaller version of 

the A400 in Gothenburg. 

5.4.4. Workflow in more detail 

Ingest:  

The project didhas not haved functionality for ingest and creation 

of new dataset volumes in itsthe scope, but to give an as an 

overview: 

Data from external sources such as shared cloud storage, from 

removable media, other sources that are made available for a 

limited time and with limited access is copied to the NetApp storage 

system into new volumes. 

Once the data and files have copied over, the new dataset 

volumes are rendered inaccessible by technical controls. This may 

sound counterintuitive, but datasets often have a great value and 

should never be altered or deleted. Only under very specific 
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circumstances are original dataset volumes made accessible, and 

only technical admin staff has the authorization to do so. 

Clone of dataset volume(s): 

As described in the previous section, dataset volumes are never 

made directly accessible. Instead, when a project requires access, 

a clone of the volume is created. This is a so-called FlexClone in the 

NetApp system. 

A FlexClone is created almost instantaneously, and does not 

consume any extra storage space at creation time. 

The FlexClone is then made accessible to the project, and only 

changed data compared to the original volume consumes storage 

capacity. In some cases, dataset volumes are shared read-only, 

and in those cases virtually no additional storage space is 

consumed apart for some negligible amount of metadata. 

This procedure has become common practice within AI Sweden 

Labs. 

Project isolation: 

Creating one Storage Virtual Machine per project is also a common 

practice. 

By extension, each Kubernetes “Namespace” is therefore hosted in 

its own SVM. 

Dataset volume(s) FlexClone(s), or in the case of remote sites, 

FlexCache volumes, are assigned to each respective SVM. 

The concept of FlexCache is described in the section Distributed 

access of volume(s) across geographies. 

Multiprotocol access: 

Multiprotocol access can be activated at either initial creation or at 

some point after the project starts consuming data. 

Assuming Windows Active Directory is the common user directory, 

volumes should be created using NTFS style. This can however be 
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changed at a later time, should the project after all decide 

multiprotocol access and user mapping is not really needed. 

Distributed access of volume(s) across geographies:  

In our example dataset volume(s) are cloned by the use of 

FlexClones. The Gothenburg site has “Dataset SVM”, where 

ingested volumes are hosted as per the section “Ingest”. 

These ingested volumes are never accessed directly, also as 

previously mentioned. 

Distributed access across geographies is achieved by creating a 

FlexCache volume in the project SVM, and then pointing this 

FlexCache volume to the FlexClone volume created in the previous 

step. 

The project can then access what appears as the entire file system 

of the dataset, but only when individual files are actually read, the 

FlexCache volume in the project SVM is populated with the file(s) 

that have been read. 

This leads to a fully transparent and at the same time highly 

efficient access method to accelerate the access of datasets. The 

initial cache population performance will depend on the network 

infrastructure between sites that is available, and the time needed 

is highly dependent on available bandwidth. 

It is possible to prepopulate the cache ahead of the project start, by 

simply reading the files into /dev/null or similar. 

5.5. Discussion 
The core argument of this paper challenges the long-standing 

interpretation that MSBFS 2020:7 requires physical separation. This 

discussion bridges the gap between legacy security models and 

the needs of modern AI and MLOps, while addressing the broader 

context of organizational sovereignty and operational models. 
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Throughout this process, we have come to believe that there might 

exist a misunderstanding about the difference between air-

gapped and physical separation. In most cases, physical 

separation is described as being air-gapped and security 

assurances are leveraged as if they were air-gapped. We argue 

that this conceptual error significantly distorts current risk 

assessments. By correcting this perspective and recognizing the 

inherent limitations of physical silos, the security and efficiency 

advantages of logical separation become even more pronounced.  

This false sense of security is further challenged by the reality that 

physical separation provides little protection against the most 

prevalent modern attack vectors, such as credential theft, phishing, 

and insider threats. For any system that requires connectivity, 

physical silos do not inherently reduce the risk profile or provide 

additional security benefits over a properly configured, logical 

boundary. By shifting the focus away from the hardware-based 

"myth" and toward robust identity management, encryption, and 

automated policy enforcement, organizations can build a security 

posture that is actually capable of defending against the threats 

that matter in a modern, connected environment. 

The requirement for a separate part of the IT environment as stated 

in MSBFS 2020:7 can be achieved through logical isolation that is 

technically as rigorous as, or superior to, physical separation. 

Organizations should shift their focus from the physical location of 

a workload to how its boundaries are enforced. Because 

regulatory frameworks are increasingly outcome-oriented, the 

technical burden is to demonstrate equivalent levels of protection, 

control, and traceability. Logical isolation, when combined with 

automated Policy-as-Code and GitOps, provides a continuous, 

auditable, and immutable security posture that manual, physically 

siloed environments often lack. 

A significant challenge remains the discrepancy in how different 

public agencies interpret these regulations. While some entities 

maintain a conservative, hardware-heavy stance, others, often 
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those already leveraging cloud-based services, recognize that 

logical separation is an already applicable and compliant solution. 

This divergence in opinion complicates the landscape, but it 

highlights the need for a shared, objective standard for logical 

security. 

Furthermore, data sovereignty is becoming increasingly critical for 

public authorities. While this paper has focused on on-premises 

solutions, the ability to control exactly where sensitive data resides 

and how it is processed remains a primary concern for the Swedish 

public sector. The proposed architecture bridges the gap between 

the operational ease of SaaS and the rigorous data security 

requirements of sovereign IT environments. By moving away from 

fragmented, idle hardware, agencies can align with sustainability 

goals while retaining full control over their digital infrastructure. 

Institutional resistance regarding safety can be addressed by the 

fact that a centralized platform enables standardized version 

control and automated testing pipelines, which improves safety 

compared to manual, click-based procedures that often lead to 

environment inconsistencies. 

5.6. Conclusion 
The traditional model of enforcing security through physical 

infrastructure separation is no longer tenable for organizations 

seeking to build agile, efficient, and scalable MLOps platforms. The 

solutions by Red Hat, IBM, Stormgrid and Proact provide 

comprehensive and modern alternatives: a strategy based on a 

spectrum of logical separation models. This approach allows 

organizations to move beyond the blunt instrument of physical silos 

and precisely tailor their security posture, operational model, and 

cost to the specific requirements of each workload. 

The proposed soft infrastructure border architecture is a proven 

model validated by the suppliers extensively and demonstrated 

successfully in the AI Sweden AI Labs testbed. Logical separation 

via namespaces, role-based access control, and workload-level 
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security provides a compliant, high-performance alternative to 

traditional physical silos. 

Agencies should move from manual oversight to automated Policy-

as-Code and GitOps to maintain compliance, traceability, and 

approval workflows. To solve the problem of resource contention 

and guarantee production service level agreements, agencies 

should adopt sophisticated scheduling to manage GPU resources 

as a prioritized, elastic utility. Utilizing container storage interface-

based storage ensures data access is isolated by project while 

simultaneously enabling efficient, transparent data sharing and 

multi-site access. The transition to a unified infrastructure is the 

most viable path to achieving the scale and agility required for 

modern artificial intelligence and machine learning innovation in 

the public sector. By decoupling compute and data planes and 

shifting to logical security, agencies can meet their regulatory 

obligations while simultaneously optimizing for cost, energy 

efficiency, and operational safety. 

Furthermore, the cost inefficiency of the current state serves as a 

compelling argument for the proposed transition to a unified 

infrastructure. This shift allows an agency like Trafikverket to 

reclaim significant capital and operational expenditure, with 

significant potential annual savings. It also ties into the 

sustainability aspects of public operations and responsible use of 

resources.  
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Appendix: The project “Data-driven 
organizations – Best practices for 
operationalization of AI in Sweden” 

This material has been produced as part of the Vinnova-funded 

project Data-driven organizations – Best practices for 

operationalization of AI in Sweden (DDO), a project lasting just 

under two years with twenty participants from private sector, 

public sector, and academia. Together, they tackled issues 

concerning large- and small-scale operation of AI solutions and 

how to enable and use AI broadly across an organization.  

The work focused on three specific use cases: Local sustainable 

operation of AI, legal and technical prerequisites for effective 

infrastructure, and how to create the best conditions for keeping 

thousands of AI models in operation.  

A compilation of all material produced within the framework of 

DDO is available on AI Sweden's website – 

https://www.ai.se/en/project/data-driven-organizations-best-

practices-ai-operationalization-sweden. 

• Aixia https://aixia.se 

• Hewlett Packard Enterprise https://www.hpe.com 

• Hopsworks https://www.hopsworks.ai 

• IBM https://www.ibm.com 

• Linköpings Universitet https://liu.se 

• NetApp https://www.netapp.com 

• Predli https://www.predli.com 

• Proact https://www.proact.se 

• RISE https://www.ri.se 

• RedHat https://www.redhat.com 

• Region Halland https://www.regionhalland.se 

• Sahlgrenska University Hospital https://www.sahlgrenska.se 
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• Statistics Sweden (Statistiska Centralbyrån) 

https://www.scb.se 

• The Swedish Tax Agency (Skatteverket) 

https://www.skatteverket.se 

• Stormgrid https://www.stormgrid.ai 

• The Swedish Transport Administration (Trafikverket) 

https://www.trafikverket.se 

• Volvo Parts https://www.volvogroup.com 

• Region Västra Götaland https://www.vgregion.se 

• Santa Anna https://www.santa-anna.se 

• AI Sweden https://www.ai.se/en 

The project was funded by the participating organizations and 

Vinnova. AI Sweden is in part financed by the EU. 


